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While coding regions in the genome have a direct interpretation in terms of protein products,
significant fractions are non-coding and yet control essential biological functions. Unlike the genetic
code, there is no “lookup table” that identifies where regulatory proteins, known as transcription
factors (TFs), bind. Here, we extract these binding sites by distilling sequences of nucleotide letters
into collective coordinates (hyperletters) representing the binding sites that are active under specific
environmental conditions. Going beyond local information footprints between individual bases and
expression levels, our information blueprint algorithm compresses the global information by optimis-
ing filters that simultaneously scan an entire promoter sequence. Inspired by renormalisation-group
techniques, we identify TF binding sites as coarse-grained variables combining groups of correlated
mutations with the highest collective impact on gene expression. We validate our approach on
experimental data for E. coli and discover novel regulatory elements illustrating its deployment at
scale across growth conditions.

The pioneers of molecular biology mused over the two
great polymer languages [1] which life uses to encode in-
formation and biological function: nucleic acids and pro-
teins. While the central dogma [2] yielded a dictionary re-
lating the coding regions to the transcribed protein prod-
ucts, a significant fraction of genomes is non-coding: in
part, it serves the regulatory function of adapting the ac-
tivity of genes to varying cellular environments.

Indeed, one of the grand challenges of the genomic era
is to discover the genome-wide architecture of transcrip-
tional regulation [3–5]. That is, to find the constellation of
binding sites which control the multitude of genes within
a given organism, as well as the transcription factors that
bind those sites.

The appropriate protein vocabulary to describe such
transcriptional regulation is that of transcription fac-
tors (TFs), which are proteins that bind to specific cis-
regulatory elements—mesoscopic sequence motifs in the
DNA that control genes. While the mapping from non-
coding DNA to activities of transcribed genes is a com-
plicated process that is not yet understood in quantita-
tive and predictive detail, the combinatorial occupancy
of TF binding sites is a natural collective variable that
determines the transcriptional activity [6]. This sug-
gests a coarse-graining approach to model the non-coding
genome at the level of binding configurations of regula-
tory proteins, rather than at the nucleotide level—a nat-
ural separation of scales between the 1 bp resolution of
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sequencing and the typical 20 bp size of a regulatory
protein binding site along a bacterial genome.

A principal tool for attacking this problem is the “mu-
tate and readout” strategy of massively parallel reporter
assays (MPRAs) [7–14]. By systematically mutating a
promoter and measuring the resulting gene expression,
these assays generate a high-dimensional mapping from
nucleotide microstates to expression levels. For example,
such datasets have been collected across hundreds of dif-
ferent bacterial promoters over tens of different environ-
mental conditions [15]. However, while we have a clear
scheme for generating this data, we lack a systematic and
rigorous conceptual framework for interpreting it.

Efforts to decipher regulatory architecture from se-
quence have followed several complementary paths. Clas-
sical bioinformatic approaches use motif discovery, sta-
tistical overrepresentation, comparative genomics, and
phylogenetic footprinting to identify candidate regula-
tory elements [16–23]. These methods have been enor-
mously useful, but they usually begin from collections
of co-regulated or homologous sequences and return can-
didate motifs rather than a direct condition-dependent
mapping from promoter sequence to expression. At the
other extreme, modern machine-learning models fit high-
capacity sequence-to-function maps that can predict chro-
matin state, transcription-factor binding, or gene expres-
sion with impressive accuracy [24–33]. Although these
models are powerful, relating their internal representa-
tions to compact mechanistic descriptions of regulation
remains an open challenge [5, 33]. Here, we seek a middle
ground [5, 34, 35]: we approach the complexity of the data
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Figure 1. From a nucleotide sequence to a constellation
of binding sites. The spatial structure of the DNA double
helix can be represented as a one-dimensional sequence of nu-
cleotide letters (A, T, G, C). This is an act of coarse graining,
one that discards the polymer-level physical degrees of free-
dom while retaining the genetic information encoded in the
base pair ordering. Here we take this one step further: we
construct hyperletters from groups of nucleotide letters, each
encoding the presence of a transcription factor binding site,
and coarse grain the promoter sequence into a short vector
T of such hyperletters. The result is a low-dimensional, in-
terpretable representation of the regulatory architecture of a
promoter.

gradually by progressively incorporating relevant infor-
mation, a procedure known in physics contexts as coarse
graining. By systematically eliminating irrelevant vari-
ables, we distill the sequence into interpretable filters and
logic circuits that are flexible enough to capture cooper-
ative and long-range interactions.

To do this, we transform the concept of the infor-
mation footprint [9, 14, 36]—which locally identifies in-
formative bases in isolation—into a global information
blueprint : a systematic coarse graining principle that
identifies how correlated binding sites cooperatively deter-
mine regulatory logic. Starting from nucleotide sequences
with point mutations, we use an optimal lossy compres-
sion scheme [37, 38] to identify lower-dimensional collec-
tive coordinates that are relevant for gene expression, as

shown schematically in Fig. 1. The notion of compres-
sion here is analogous to moving from the coordinates
of 1026 atoms in a solid to a few collective vibrational
modes. Extracting these relevant collective variables ac-
complishes the essential task of annotating functional
binding sites—distinguishing regulatory signal from noise.
Moreover, the method also yields insights that go deeper,
revealing how a promoter integrates signals from multiple
transcription factors, extracting cooperative interactions
and non-local effects such as DNA looping.

Our method seeks to find meaning through correlations
between sequence and level of expression. As a result,
our approach is inherently condition dependent, revealing
which binding sites are functionally active under specific
environmental conditions. Indeed, the same promoter se-
quence can exhibit distinct regulatory architectures de-
pending on the growth environment, e.g., a repressor
site that is invisible under oxidative stress may domi-
nate expression control under glucose. This condition-
dependence emerges naturally from our framework, where
environmental signals serve as essential inputs to the reg-
ulatory logic circuit.

The remainder of this paper is organized as follows. In
Section I, we define our information blueprint principle
for identifying binding sites via the optimal lossy com-
pression of genomic information. In Section II, we vali-
date this approach using synthetic datasets, demonstrat-
ing that our method correctly recovers known architec-
tures—from simple repression to DNA looping—without
prior assumptions. In Section III, we apply the frame-
work to experimental MPRA data for E. coli, recovering
established binding sites in well-characterized promoters
across growth conditions and making testable predictions
for unannotated genes. Finally, we conclude with an out-
look on how this coarse-graining procedure could be iter-
ated to infer genome-wide regulatory networks.

I. COARSE GRAINING SEQUENCES TO
BINDING CONFIGURATIONS

A typical bacterial promoter like those studied here
spans roughly 150 bp, yet only a small fraction of
positions—those within TF binding sites—significantly
impact expression. Massively parallel reporter assays
(MPRAs) [8, 9, 39, 40] systematically probe this by mea-
suring expression across libraries of point mutants. Ex-
pression varies widely across an MPRA library of many
mutant sequences—some mutations reduce expression,
others increase expression and yet others have little effect.
The challenge is to (i) discover biologically interpretable
collective variables encoding binding sites in a gene reg-
ulatory architecture and (ii) establish how these sites are
correlated. In the next section we present the general
theory behind our approach and refer to the Box where
a pedagogical example (that may be read in parallel) is
worked out step by step.
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Box 1: The information-blueprint method in action

We walk through the simplest application of our method to a toy promoter as shown in Figure Box1 with
N = 5 positions regulated only by RNA polymerase with a binding site at position x = 4, and a toy MPRA
library with a 20% mutation rate. While here we provide a basic outline of the implementation of the information
blueprint approach in the context of this toy model, all calculations are presented in detail in Appendix A. Our
dataset consists of five sequences each carrying exactly one mutation. As a result the i-th position of the vector
B(m) describing the m-th sequence is given by

B
(m)
i = δim. (b1)

Expression is high (µ(m) =h) for all mutant sequences except m = 4, whose mutation coincides with the RNAP
binding site (µ(4) =l). We adopt a simple filter parametrization localised at position x: Λi(x) = δix. The
hyperletter then associated with the position x for the m-th sequence is given by

T (m)(x) = σ

(
5∑

i=1

B
(m)
i Λi(x)

)
= σ

(
5∑

i=1

δimδix

)
= σ(δmx) =

{
1, m = x,

0, m ̸= x
, (b2)
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Figure Box1. The information blueprint method for a toy pro-
moter. (A) A five basepair sequence in which the RNAP binds
at site four. The filters are defined by the position at which they
are non-zero. (B) Five mutated sequences, their level of expression
and the hyperletters that go with each filter for each sequence.

where σ(x) is a nonlinear function that im-
poses a thresholding. The table shows the
value of each hyperletter for each sequence
T (m) in the MPRA library. Each filter flags
a different mutant in the set of mutated se-
quences.
We seek to determine which of the possible

five hyperletters is most informative for pre-
dicting gene expression. That is, we want to
find the value of x that maximizes the mutual
information between sequence and hyperletter
as

I (µ : T (x)) = H(µ)−H (µ|T (x)) . (b3)

The entropy term H(µ) can be calculated us-
ing the definition from equation 3. More im-
portantly, this term does not depend on the
choice of hyperletter T (x). What depends on
x is the conditional entropy H(µ|T (x)). For example, for the x = 4 hyperletter this conditional entropy is given
by

H(µ|T (x = 4)) = P (T (x = 4) = 1)︸ ︷︷ ︸
1/5

·H(µ|T (x = 4) = 1)︸ ︷︷ ︸
0

+ P (T (x = 4) = 0)︸ ︷︷ ︸
4/5

·H(µ|T (x = 4) = 0)︸ ︷︷ ︸
0

= 0. (b4)

To see why the entropy terms in the equation vanish, we can, for example, focus on

H(µ|T (x = 4) = 1) = − [P (µ = h|T (x = 4) = 1) log2 P (µ = h|T (x = 4) = 1)

+P (µ = l|T (x = 4) = 1) log2 P (µ = l|T (x = 4) = 1)]

− [0 log2(0) + 1 log2(1)] = 0.

(b5)

As a result, the mutual information between gene expression and the T (x = 4) hyperletter is given by

I (µ : T (x = 4)) = H(µ)−H (µ|T (x = 4)) = H(µ) ≈ 0.722. (b6)

For any x ̸= 4, by contrast the conditional entropy is given by

H (µ|T (x ̸= 4)) = P (T (x ̸= 4) = 1)︸ ︷︷ ︸
1/5

·H (µ|T (x ̸= 4) = 1)︸ ︷︷ ︸
0

+ P (T (x ̸= 4) = 0)︸ ︷︷ ︸
4/5

·H (µ|T (x ̸= 4) = 0)︸ ︷︷ ︸
1
4 log 4+

3
4 log

4
3

> 0. (b7)
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As a result, the mutual information for any x ̸= 4 is

I (µ : T (x ̸= 4)) = H(µ)−H (µ|T (x ̸= 4)) = H(µ) ≈ 0.073. (b8)

The mutual information therefore peaks sharply at x = 4, saturating the upper bound H(µ) ≈ 0.722 bits,
while every other filter position yields only a small residual signal ≈ 0.073 bits, as shown in the left panel of
Figure Box2. The binding site emerges as the position where a single bit is most informative of expression.

0

0.72

1 2 3 4 5
filter position x

binding
site

0 1 2 3 4 5
word length n

I(
T:

µ
) 

(b
it

s)

Figure Box2. Finding the most informative
coarse-graining of the sequence. (A) Scores for
the five competing filters. (B) Mutual informa-
tion score as a function of word length (i.e. num-
ber of hyperletters).

This single-filter solution also tells us when to stop adding
filters. Since I(T : µ) ≤ H(µ) for any compression T , and one
filter at the binding site already saturates this information-
theoretic bound with H(µ|T ) = 0, every additional filter con-
tributes exactly zero information. The curve I(µ : T ) versus
word length n therefore plateaus immediately after n = 1, with
∆I(n → n+1) = 0 for all n ≥ 1. This example thus suggests
a natural stopping criterion for the word length: we halt when
the marginal gain ∆I(n → n+1) falls below the statistical noise
floor, correctly selecting n = 1 here.
As shown in Fig. 2, the same logic applies to the fullN = 150 bp
constitutive promoter, demonstrating that maximizing I(T : µ)
over all filters thus discovers the binding site without any prior
knowledge of its location.

A. A regulatory alphabet: mapping sequences into
hyperletters and words

An MPRA library is built up ofM mutant promoters of
length N , where M is typically on the order of thousands
and N on the order of hundreds. Each of these promot-
ers, in turn, has typically 10% of its bases mutated. We
create a simplified version of this situation in Box 1 by
considering a toy promoter of length N = 5 where only
one site is mutated (20% mutation rate), hence gener-
ating a library that consists of M = 5 unique mutants.
In general, for each mutant sequence labelled by m, e.g.,
ATGTA... where underlined bases differ from the wild
type ATGTT..., we construct a binary vector B(m) with

entries B
(m)
i = 1 at mutated positions and 0 otherwise–so

that B(m) = [0, 0, 0, 0, 1, · · · ] as shown in Figure 2 (B). In
Box 1, B is simply a 5-dimensional vector. The corre-
sponding expression level µ(m) for each sequence is given
by the ratio between RNA and DNA counts for that given
promoter variant. For the toy promoter example in Box 1
(see Fig. Box1), the expression vanishes only when the
mutation coincides with the single-base RNAP site, and
is 1 otherwise. The choice of normalizing expression by
DNA counts helps to correct for biases in library construc-
tion and sequencing, ensuring that the measured expres-
sion levels reflect true biological differences rather than
technical artifacts.

Just as the nucleotide alphabet {A, C, G, T} represents
a microscopic coarse-graining of the underlying atomic
complexity of nucleotides, our method takes this abstrac-
tion one step further. Each mutant sequence B(m) in the
library will be assigned a short compressed word T (m),
which is what we mean by collective coordinates. Each

word will be a vector, whose components denoted by T
(m)
ν

can adopt one of two values: either 0 or 1. We call these
components hyperletters to explicitly distinguish them

from standard genomic letters. We will use the roman
indices i to label individual base pairs, and greek indices
ν to label the collective coordinates. While at this stage
we have not yet established the meaning of the collec-
tive coordinates, our goal is to have ν label the bind-

ing sites. While nucleotide states B
(m)
i encode chemical

identity, hyperletters T
(m)
ν will encode the coarse-grained

functional state of the regulatory architecture (e.g., intact
vs disrupted binding sites).

How do we distill such hyperletters from sequences?
We construct a biologically inspired algorithm consisting
of three steps. First, we make an initial guess (to be op-
timized iteratively) for the number of putative regulatory
elements, which we denote by n. For example, for the con-
stitutive promoter in Box 1, we make a guess that there
will only be one hyperletter corresponding to the RNAP
binding site. The next step mimics how a regulatory pro-
tein scans the DNA to recognize a specific binding site.
In our algorithm, an n ×N linear filter Λνi (playing the
role of the protein) is a matrix acting on the sequence
vectors B(m) in the MPRA library. In Box 1, since we
use 1 putative hyperletter, the filter is simply a 1× 5 ma-
trix. Algorithmically, the scanning action of Λνi consists
of tracking when mutations accumulate within a bind-
ing site until the sequence becomes unrecognizable and
the transcription factor can no longer bind. To mimic
how the disruption of the protein binding depends on a
threshold: we feed the output of the previous step to a
nonlinear function σ (a sigmoid), which effectively assigns

0 if the site is still recognisable or 1 to T
(m)
ν , when the

site is disrupted. The actual value of this threshold is not
known a priori but it is instead learned, and differs across
binding sites and promoters depending on how strongly
each mutation changes the binding energy.

These three steps can be combined in the following
graphical equation, defining the hyperletter for each pu-
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Figure 2. Finding the binding site by optimal compression. (A) Schematic of a constitutive promoter with a known
RNAP binding site. (B) A toy MPRA library: each row is a mutant sequence; bar plot gives the DNA and RNA read counts
whose ratio defines expression µ. (C) A linear filter Λ is used to compress each sequence into a word T ∈ {0, 1}. Two filters
are compared: ΛG sits on the RNAP site, ΛB misses it. (D) The table lists expression and both compressed words for every
mutant. Sliding a filter across the promoter and computing I(T : µ) at each position yields a trace that peaks at the RNAP
site. Conditional distributions P (µ|T ) obtained by counting from the table. The good filter TG sharply distinguishes high from
low expression (blue vs. red), yielding large I(TG : µ); the bad filter TB leaves the conditionals nearly unchanged. Maximizing
I(T : µ) over filters therefore discovers the binding site without prior knowledge. (E) In practice, estimating mutual information
by binning and counting becomes unreliable for continuous expression data and large sequence spaces. The solution is to turn
estimation into a classification problem based on the underlying biological correlations between word T and expression µ: an
intact site (T =0) permits transcription (high µ), a corrupted site (T =1) abolishes it, producing correlated (T, µ) pairs from the
joint P (T, µ). (F) A neural critic f is trained to distinguish joint pairs from independently shuffled ones drawn from P (T )P (µ).
The gap between the critic’s scores on the two sample types provides a lower bound on I(T : µ): an opinionated critic (right)
results in high mutual information cf. top histograms in (D), an indecisive one (left) yields a low value, cf. bottom pair of
histograms in (D).
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tative regulatory element ν = 1, . . . , n:


Λ1,1 · · · Λ1,N

...
. . .

...
Λn,1 · · · Λn,N

 ·



B
(m)
1

...

B
(m)
N


σ(·)−−−→


T

(m)
1

...

T
(m)
n

 (1)

or more compactly,

T (m)
ν = σ

(
N∑
i=1

Λνi B
(m)
i

)
. (2)

Taken together, the n filters map each full-length se-
quence to a short word of hyperletters, e.g. for n = 3,

A C G T T ...︸ ︷︷ ︸
i=1,...,N

7→ 0 1 1︸︷︷︸
ν=1,2,3

.

We will call the collection of filters Λνi the informational
blueprint of the promoter. The next sections show how
filters, constructed by optimally compressing the infor-
mation the sequences carry about expression, naturally
localize on distinct binding sites. Such filters will have
significant weights only at positions where mutations dis-
rupt binding of RNAP or TFs.

B. Shannon entropy for MPRA libraries

In view of the complexity of typical MPRA libraries,
it is useful to represent these large data sets probabilis-
tically. An MPRA library of M mutant sequences can
be viewed as a set of independent samples from a joint
distribution PB,µ

(
B(m), µ(m)

)
over sequence and expres-

sion. Drawing a sequence at random from the library,
the probability of observing a given expression level is
estimated by the fraction of sequences that fall in each
expression bin: Pµ

(
µ(m)

)
≈ count

(
µ(m)

)
/M . The vari-

ability of expression across the library is then quantified
by the Shannon entropy,

H(µ) = −
M∑

m=1

Pµ

(
µ(m)

)
log2 Pµ

(
µ(m)

)
, (3)

which measures, in bits, the baseline uncertainty about
the expression level of a randomly drawn sequence—
before any information about its sequence is taken into
account. For the simple example in Box 1, the entropy
can be readily calculated by counting the bins 0 (gene off)
and 1 (gene on) in the table of Fig. Box1. More efficient
estimation strategies of information theoretic quantities
by machine learning avoid binning altogether, see Meth-
ods and Fig. 2 (F).

Applying Eq. 2 to every sequence in the library maps
each sequence to a compressed word and yields a joint
distribution PT ,µ

(
T (m), µ(m)

)
. If the filters are well cho-

sen, knowing T (m) should sharply reduce the uncertainty
about expression—that is, H(µ|T ) ≪ H(µ). Which fil-
ters achieve such an optimal compression?

C. Optimally compressed words

To assess how well we compress information, let’s play
the following game. A sequence B(m) is drawn at random
from the MPRA library, and you must guess its expres-
sion level µ(m). If no information about the sequence is
revealed, the success of your guessing strategy is limited
by the uncertainty H(µ) in Eq. 3. Now suppose that, be-
fore making this prediction, you are permitted to ask a
small number of yes-or-no questions about the sequence
(recall it is a bit string). Of course, you are not allowed
to ask the full N = 150 binary queries it would take to
reconstruct every letter in the full sequence, only a small
number n, where n ≪ N . Each yes or no answer, con-

stitutes one hyperletter T
(m)
ν = 1 or 0 of the compressed

word T (m).
The compression challenge is thus to find which queries

are most useful. Most positions have no bearing on ex-
pression, thus the queries would be wasted if they are
not about a few carefully selected positions. If your
queries are well chosen, a handful of answers suffices.
For example, learning that the repressor binding site is
intact and the activator site is disrupted already con-
strains the expected expression level considerably. The
compressed word T is the list of answers to these opti-
mally selected queries, and the residual uncertainty after
learning T (m) is the conditional entropy H(µ|T ). The re-
duction in uncertainty—how much the prediction sharp-
ens upon learning T (m)—is the mutual information,

I(T : µ) = H(µ)︸ ︷︷ ︸
initial uncertainty

− H(µ|T )︸ ︷︷ ︸
remaining uncertainty

. (4)

The concrete task is therefore to find the filter Λνi (de-
fined in Eq. 2) that maximizes the mutual information I
and hence satisfies the optimality condition

δI(T : µ) = 0, (5)

subject to the constraint n ≪ N . For the toy example in
Box 1, Eq. 4 can be obtained in a closed form as a function
of which query is made, whereby we find that the optimal
query is indeed the one that checks if the RNAP site is
mutated.

The few hyperletters must therefore account for as
much of the variability in expression as possible, as illus-
trated in Fig. 2 (D) by the histograms of the distribution
of expression conditioned on a given state of the word,
P (µ|T ). Thanks to the biologically informed compres-

sion, the hyperletters T
(m)
ν acquire concrete regulatory

meaning. In the Box, we carry out this procedure in the
simplest of cases where it can actually be done by hand.

In practice, estimating I(T : µ) from finite data by
binning and counting, as was done in the Box, becomes
unreliable as the dimensionality of T grows. We instead
turn to improved estimation techniques using neural net-
works [41–43] and rooted in large-deviations theory in
statistics [44]. The idea is to recast estimation as a clas-
sification task: a neural network critic f receives a pair
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(T , µ) and must judge whether the two come from the
natural joint distribution P (T , µ)—where an intact site
(T =0) yields high expression and a corrupted site (T =1)
low expression, as shown in Fig. 2(E)—or from an inde-
pendent shuffle P (T )P (µ) in which such correlations are
destroyed. When T carries regulatory information a dis-
cerning critic can reliably tell the two apart, yielding a
large score gap; when T is uninformative the pairs look
identical and the gap vanishes, as illustrated in Fig. 2(F).
This score gap is a differentiable lower bound on I(T : µ),
which lets us optimise the compression map Λ directly by
gradient descent [38, 45, 46], using the mutual informa-
tion itself as the objective (see Methods for details).

D. Determining the number of hyperletters and
resolution control

To determine the number of relevant regulatory fea-
tures, e.g., the number of RNAP and TF binding sites,
we systematically increase the word length n until the mu-
tual information I(T : µ) saturates, as shown in Fig. 3.
As we now proceed to show in detail, this criterion lever-
ages the phase transitions inherent to the information
bottleneck [37, 47–49]: discrete jumps in information cor-
respond to the resolution of distinct regulatory elements.

We illustrate this progression through three architec-
tures of increasing complexity. As a first testbed, we
generate synthetic MPRA libraries from thermodynamic
models of transcriptional regulation. As explained in
more detail in Sec. II, for each promoter architecture, we
specify the positions and energetics of the binding sites,
draw random point mutations across the promoter, and
compute the resulting expression level from the equilib-
rium occupancy of RNAP [50]. This provides ground-
truth knowledge of the regulatory elements, against which
we can verify that the algorithm recovers the correct num-
ber and placement of binding sites.

Figure 3 (A) shows the simplest case—a constitutive
promoter with only an RNAP binding site. A single hy-
perletter (n = 1) already captures the majority of the reg-
ulatory information, despite the fact that the RNAP site
comprises two spatially separated domains (the −10 and
−35 regions). The two domains are not split into separate
filters because, at the regulatory level, they function as a
single unit. In panel (B), a repressor site is added along-
side RNAP. At n = 1 the bottleneck is too tight and both
sites are conflated into a single filter, with opposite-sign
couplings reflecting their opposing effects on expression.
Stepping to n = 2 cleanly separates the RNAP binding
site from the repressor binding site. Panel (C) extends
this to double repression, where two independent repres-
sor sites flank RNAP. The information plateau is reached
at n = 3, correctly indicating three distinct regulatory
elements, each resolved by its own filter.

In all three cases, the I(T : µ) curve exhibits a dis-
crete staircase of jumps culminating in a stable plateau
once all binding sites have been resolved. Beyond this
plateau, at large enough n approaching the full sequence

length, individual base pairs start to be resolved into their
own filters, as expected from the per-position structure
of the underlying energy matrix. This plateau therefore
reflects a separation of scales between binding-site-level
and nucleotide-level structure. For smaller mutagenesis
libraries there is an apparent rise at large n > 10, which
is a finite-sample bias of the neural critic estimator of mu-
tual information and is suppressed as the library grows.

We stop at the plateau to precisely target the coarse-
grained genomic structure at the scale of binding sites
(typically of order 20 bp), whose collective state deter-
mines the bulk of expression—i.e., whether the gene is
switched on or off. This is a choice that stems from our
own scientific goals. Pushing n further would resolve indi-
vidual base pairs and capture fine quantitative variation
in expression, but it would also inflate the dimensional-
ity of the representation without adding the regulatory-
level structure we seek. The staircase therefore provides
a principled way to perform dimensionality reduction of
genomic data and to count the number of regulatory ele-
ments.

E. Incorporating biological priors for enhanced
accuracy and interpretability

While we have seen in Fig. 3 that the linear filters Λνi

successfully localize on binding sites in synthetic MPRA
datasets, we can improve robustness and interpretability
by incorporating biological priors as inductive biases. For
microbial organisms, TF binding sites are typically 15–
25 bp long (and typically shorter for mammalian cells)—
a length scale set by the physical size of DNA-binding
domains. Rather than rediscovering this from data, we
can build it into the filter parameterization.

A natural first approach is to constrain each filter to
a Gaussian envelope with a learnable center, width, and
scalar amplitude, as illustrated in the Methods Fig. 9.
This drastically reduces the number of free parameters—
from N (the length of the sequence) weights per fil-
ter to just three—which proves essential when working
with noisy experimental data where unconstrained fil-
ters are heavily overparameterized relative to the infor-
mation signal. However, scalar-amplitude Gaussians im-
pose a strong assumption: they enforce uniform weight
within each binding site, preventing the filter from learn-
ing position-dependent features such as the internal struc-
ture of a TF–DNA contact.

To retain the regularizing benefit of localization while
preserving the expressiveness of a freely optimized filter,
we introduce an envelope parameterization. Each filter
Λνi is written as the element-wise product of an envelope
function and unconstrained weights:

Λνi = Wνi λνi , (6)

where Wνi ∈ [0, 1] is a smooth envelope that localizes the
filter to a contiguous region of the sequence, and λνi are
freely optimized weights at each sequence position i. The
envelope softly suppresses the filter outside a window of
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Figure 3. Resolving different TF binding sites by tuning the compression rate. Left panels: The mutual information
between the sequence and the compressed word is plotted against the word length n, defining the rate of compression. Here, n
corresponds to the number of binary variables Tν used to describe the promoter, and is much smaller than the genomic sequence
length N . A small n forces high compression (squeezing features together), while a larger n relaxes the restriction, allowing
distinct binding sites to be resolved. At small n, discrete jumps mark the resolution of each binding site; the curve then reaches
a plateau once all sites are resolved, whose onset signals the number of regulatory elements. Beyond the plateau, at large
enough n approaching the full sequence length, individual base pairs start to be resolved into single-position filters, reflecting a
separation of scales between binding-site-level and nucleotide-level structure. (A) Constitutive promoter. A single RNAP site
is the only regulatory element. The mutual information reaches a first plateau at n = 1, and the single learned filter localizes
on the RNAP binding site. Notably, the two domains that belong to the same RNAP site are not split into two separate filters
as the regulatory-level information saturates at n = 1. (B) Simple repression. An RNAP site and a repressor site. At n = 1,
both sites are conflated into a single filter, with the two regions have couplings with opposite signs reflecting their opposing
effects on expression. The information increases upon adding a second hyperletter, and at n = 2 the two filters cleanly separate
RNAP and repressor. The curve saturates at n = 2. (C) Double repression. Two repressor sites flanking an RNAP site. The
information plateau is reached at n = 3, correctly indicating three distinct regulatory elements. At n = 3, each filter localizes
on a separate binding site, with both repressor filters showing opposite sign to RNAP.

biologically plausible width, while the weights within that
region are free to capture the full positional structure of
the binding interaction. A natural choice is a Gaussian
envelope,

Wgaussian
νi = exp

[
− (i− cν)

2

2w2
ν

]
, (7)

with learnable center cν and width wν . Alternatively,
one can use a soft rectangular window constructed from
a product of sigmoids,

Wrectangle
νi (τ) = στ

(
i− cν + wν

2

)
στ

(
cν + wν

2 − i
)
, (8)

where στ (x) = (1 + e−x/τ )−1 and τ controls the edge
sharpness. The Gaussian envelope provides smoother lo-
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calization, while the sigmoid product produces a flatter
passband that weights all positions within the window
more uniformly. In both cases, the width wν is biased
to be ∼ 15 − 25 bp to reflect the typical binding site
length but it is in principle learnable, allowing the model
to adapt to sites of different sizes.

Since each filter carries a single envelope, the number
of filters n corresponds to the number of putative binding
sites, making the model output interpretable: each filter
reports one site’s location (via cν), width (via wν), and
detailed contact structure (via λνi). The envelope ansatz
recovers more mutual information than the pure Gaussian
while remaining sparse, and the learned envelope param-
eters can be directly read off as binding site positions
and widths. Moreover, the resulting optimal envelopes
for each hyperletter Tν can be used to directly filter out
the underlying sequence of the νth predicted binding site
at a base-pair resolution.

Since promoter sequences are discrete, we optimize the
envelope centers cν using a discrete update rule rather
than standard gradient descent. At each step, we com-
pute the sign of the gradient ∂I/∂cν and accumulate these
signs over a window of training steps. The center is then
moved by one base pair in the majority direction only if
the accumulated vote exceeds a threshold, ensuring that
centers lock onto optimal positions rather than jittering
due to gradient noise.

A few practical considerations are worth noting. The
resolution of the blueprint—how many distinct regulatory
elements can be resolved—depends on the empirical data
distribution, which here is determined by the sampling
depth of the mutation library. Estimating I(T : µ) reli-
ably requires sufficient sequence coverage; sparse or biased
libraries will limit the complexity of architectures that can
be recovered. Moreover, in this work, we treat each pro-
moter in isolation to validate the conceptual foundations,
though the coarse-graining framework naturally extends
to genome-wide analysis where shared filter weights could
reveal regulatory motifs common to multiple genes. To es-
tablish the method’s capabilities, we first evaluate it un-
der ideal conditions—synthetic data with known ground
truth and sufficient sampling—before turning to experi-
mental data where these assumptions may not fully hold.

II. ADVANTAGES AND VALIDATION OF
INFORMATION BLUEPRINTS

In this section, we validate our information-blueprint
method and compare to alternative approaches such as
those based on the information-footprint.

It is very important that we have some gold standard
case studies that allow us to test our systematic coarse-
graining approach. Perhaps the most reliable approach
is to first construct synthetic MPRA datasets for which
the ground truth is known by using well established ther-
modynamic models of transcription. In these models, the
level of expression is proportional to the probability that
the promoter of interest is occupied by polymerase [51–

56]. Initial models of this kind attributed a binding
energy for RNAP and transcription factors as a single,
sequence-independent parameter. However, in additive
models of the binding energy using an “energy matrix”
there is a ‘5 ‘ 34 direct mapping between sequence and
binding energy [9, 50, 57, 58] which allows us to com-
pute the binding energy for any promoter sequence. Us-
ing such models [50], we generate synthetic MPRA data
for constitutive promoters, the simple repression motif,
double repression, simple activation and the case of DNA
looping. The informational blueprints Λ are optimized
on these synthetic sequence-expression pairs for which we
know the ground truth and hence we can verify that the
known binding sites are recovered as shown in Figure 4.

With these synthetic datasets in hand, we proceed
to consider common regulatory architectures [50] and
concretely demonstrate four capabilities of informational
blueprints: (a) grouping correlated nucleotide positions
at distant positions into functional binding sites; (b) in-
ferring the regulatory sign of the transcription factor as-
sociated with each binding site; (c) inferring the number
of distinct regulatory elements in a promoter under cer-
tain environmental conditions, even if the binding sites
are overlapping; (d) identifying the logic gates that deter-
mine how multiple transcription factors regulate a gene.

A. Grouping correlated positions into binding sites

A key feature of informational blueprints is their abil-
ity to detect and group correlated nucleotide positions
into functional binding sites, even when those positions
are dispersed across the sequence. This follows from the
fact that the blueprints are obtained by optimisation of
the global information content rather than by scanning
individual positions.

To a physicist’s eye, there is a useful analogy with sta-
tistical mechanics: information footprints are essentially
mean-field descriptions in the sense that they attempt to
reduce the promoter into an effective single-site contri-
butions I(Bi : µ). This is analogous to representing a
magnetic bar comprised of many interacting spins, each
oriented either ↑ (here, hyperletter T = 1) or ↓ (T = 0),
as a single spin subject to a mean field that attempts
to capture its interaction with all other spins. By con-
trast, information blueprints explicitly take into account
many-site correlations and mimic tools like the renormal-
ization group designed to capture cooperative behaviour
in magnets that arises near phase transitions and cannot
be captured by mean-field approaches.

The algorithmic ability to group many correlated base-
pairs into a single binding site follows from the spar-
sity of the weights in the information blueprint. For a
given hyperletter ν, the weights Λνi end up being ap-
proximately zero everywhere except at the positions i that
are inside a specific binding site, as shown in Figures 3
and 4. The optimization drives the entire weight vector
Λν = (Λν1, . . . ,ΛνN ) for each filter to sparsely concen-
trate on specific promoter regions.
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Figure 4. Extracting binding sites of synthetic promoters. Each panel shows a different regulatory architecture. The top
bars depict the ground truth locations of binding sites, while the rows below show the optimized compression filters Λν . The
color map indicates the weight values: blue represents positive weights and red represents negative weights. The relative signs
encode the regulatory logic: repressors (red) appear with weights opposite to RNAP (blue), whereas activators (blue) share
the same sign. The experimentally determined energy matrices for each binding site are shown alongside for comparison. (A)
Constitutive promoter. A single filter Λ1 recovers the bipartite RNAP binding site. (B) Simple repression. Two filters resolve
a distinct binding site each: Λ1 captures RNAP (positive) and Λ2 captures the repressor (negative). (C) Simple activation.
Λ2 identifies the activator site. Its positive sign (concordant with RNAP) correctly identifies the interaction as activation. (D)
Double repression. With n = 3, two independent repressor sites are separately coupled by two filters (Λ2,Λ3) alongside RNAP.
(E) Repression by DNA looping. A single filter component (Λ2) captures both distal operator sites simultaneously. This reflects
the strong mechanical cooperativity due to a loop formation in the polymer, where the two sites function as a single regulatory
unit.

This feature can be demonstrated already on the sim-
plest case with a synthetic promoter with only an RNAP
binding site and no TFs, as shown in Fig. 4(A). In this
case, only one hyperletter encoding a single filter (n = 1)
suffices: the optimized filter Λ localizes on the RNAP
binding site, with the characteristic bipartite structure
reflecting the −10 and −35 boxes. Positions outside the
binding site receive negligible weight (smaller than 10%
of the max value), confirming that the information bot-
tleneck forces the compression to focus on regulatory el-
ements. This also shows that, without providing any
prior biological knowledge, blueprints discover the typical
size of regulatory proteins. Adding more filters (n > 1)
gains no information by separating the two domains of
the RNAP binding, as shown in Fig. 3(A). This obser-
vation confirms that the delocalised positions are indeed
associated with a single binding site.

B. Inferring regulatory sign

The blueprint weights Λνi naturally carry a sign, en-
coding the direction of the regulatory interaction di-
rectly within the compression—activators and repressors
are distinguished automatically, without supplementary
statistics.

Although the overall sign of any single filter is arbi-
trary (since the flipping of Λν → −Λν and Tν → NOT(Tν)
leaves the mutual information unchanged), the relative
signs between different weights have biological meaning.
Regulatory elements that cooperate with RNAP, e.g. ac-
tivators, share the same sign, since mutations in either
site disrupt expression. In contrast, repressors appear
with the opposite relative sign: a mutation that breaks
a repressor site lifts inhibition and increases expression,
opposing the effect of breaking the RNAP site.

To demonstrate this feature, we consider regulatory ar-
chitectures with a single TF binding site in addition to
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RNAP, as shown in Figs. 4(B) and (C). With n = 2
hyperletters, the compression separates RNAP from the
TF site, assigning each to a distinct filter component.
The sign of the weights distinguishes regulatory function:
for repression, the TF filter has the opposite sign to the
weights at the RNAP site, reflecting that mutations in
the repressor site increase expression while mutations in
the RNAP site decrease it. This is in contrast with a pro-
moter with an activator site, shown in Fig. 4(C), where
both filters share the same sign—disrupting either site re-
duces expression. This sign structure is not imposed but
emerges from the optimization.

We note that this is a feature absent from information
footprints, which yield only a positive number I(bi : µ) at
each position and therefore require supplementary statis-
tics to determine the sign of the regulatory effect [59].

C. Counting the number of binding sites

Different information blueprint filters Λν tend to lo-
calize on distinct regulatory elements, providing a direct
and systematic way to count the number of binding sites
in a promoter. This counting procedure was explicitly
illustrated in Fig. 3 and validated with synthetic data.
In Fig. 4(A) we consider the case of a single RNAP site
(one-hyperletter word, n = 1) and in Figs. 4(B) and (C)
the case of RNAP coupled to a repressor or activator site
(two hyperletter words, n = 2).

In particular, the blueprint approach can delineate
binding sites even when they spatially overlap. Appendix
Fig. 15 shows a synthetic promoter where the RNAP and
repressor sites share common positions. At n = 1, the
compression bottleneck forces both regulatory elements
into a single conflated filter. Increasing to n = 2 resolves
them into two distinct components, each localizing on its
respective binding site.

The counting by informational blueprints works even
for more complex architectures that require additional
hyperletters to resolve distinct regulatory elements. For
example, in Fig. 4(D), a promoter with two repressor sites
with independent operators, each repressor binds its own
site and acts autonomously—either one can silence the
gene. Here, three filters (n = 3) cleanly separate all three
binding sites: RNAP and the two repressors, with both
repressor filters showing opposite sign to RNAP. The in-
dependence of the two repressors is reflected in the filter
structure: each occupies its own filter.

DNA looping, shown in Fig. 4(E) presents a partic-
ularly interesting case where there is an interplay be-
tween the two tasks of detecting non-local correlations
and counting binding sites. Consider, two repressor pro-
teins that form a tetramer and bind two spatially sepa-
rated operator sites, which forces the intervening DNA
to bend into a loop. The two operators do not func-
tion independently—they are mechanistically coupled,
and both must be occupied for the looped configuration to
form and block transcription. Intuitively, the blueprints
combine both distant operators within a single filter, re-

flecting their cooperative function as one non-local regu-
latory unit. This illustrates a key strength of the global
compression scheme: it automatically detects that two
distant sequence regions function together as a single reg-
ulatory element.

There is an analogue of this automated counting in the
physics of phase transitions: it is the automated identifi-
cat ion of the symmetries of the order parameter. More
precisely 2n would correspond to the number of elements
possessed by the generator of the discrete symmetry group
representing the order parameter, e.g., n = 3 could rep-
resent a (23 = 8)-fold rotation because each of the n = 3
letters can attain two values 1 or 0.

D. Inferring logic gates of transcription factors

One of the biggest challenges to understanding regula-
tory architectures is to infer how multiple TF binding sites
cooperate to control genes. This is typically attempted by
performing (in the lab or in silico) multiple experiments
sampling a range of copy numbers of TF. By contrast,
the information blueprint can reveal cooperative effects
involving multiple TF binding sites with a single experi-
ment at a specific TF copy number.

Appendix Fig. 18 shows how the blueprints reveal the
regulatory logic governing how multiple TFs are inte-
grated, using synthetic data. We consider double repres-
sion, where two repressors R1 and R2 control expression.
Under AND logic, repression requires both repressors to
bind; under OR logic, either suffices. Since our filters cou-
ple to mutations that disrupt binding, they effectively
compute functions of the variables ri, which is 1 when
the binding site is disrupted and 0 otherwise.

For AND-repression, expression is high whenever at least
one site is disrupted (r1 OR r2 = 1)—a function com-
putable by a single linear filter T0 = r1 + r2. Indeed, we
find that one filter suffices, with weights coupling to both
repressor sites with the same sign. For OR-repression,
expression is high only when both sites are disrupted (r1
AND r2 = 1)—an AND gate that no single linear filter can
compute. Accordingly, the optimization requires two fil-
ters, each coupling to one repressor site independently.
This two-hyperletter representation uses more states than
strictly necessary, but succeeds because it distinguishes
all functionally distinct configurations. The number of
filters and their weight structure thus encode the regula-
tory logic: shared weights indicate cooperative regulation,
while separate filters indicate independent action.

The ability of informational blueprints to capture coop-
erative effects involving interacting transcription factors
stems directly from its physics-inspired origin. Renormal-
ization group approaches in physics can construct, upon
coarse-graining (e.g. spins decimation), effective descrip-
tions of complex systems (e.g. a magnet) at each level
of a hierarchy of spatial scales. Similarly, our information
blueprint method can construct, upon coarse graining the
sequence at nucleotide resolution, an effective logic cir-
cuit of binding sites at the level of regulatory proteins
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Figure 5. Recovering regulatory architecture for arabinose operon from MPRA data. (A) Schematic of the araBAD
promoter architecture. When arabinose is present, AraC binds two sites. (B) Information footprint showing mutual information
I(bi : µ) at each position along the promoter in the presence of arabinose, showing at least five peaks. (C) Compressed information
I(T ;µ) versus word length n plateaus at n = 3, correctly predicting three binding sites. In the absence of arabinose (red), the
information remains small at all n, consistent with the loss of AraC-mediated activation. (D) In the presence of arabinose,
the three optimised filters localise on the known binding sites, and the extracted subsequences match the established binding
motifs [60]. Notably, in the absence of arabinose, a single point mutation in this background can restore non-zero information,
indicating the creation of a new transcription start site.

and potentially even at the level of groups of genes, if the
coarse-graining of genomic information could be iterated.

E. Robustness to noise

In practice, MPRA measurements are affected by ex-
perimental noise: stochastic variation in DNA and RNA
counts, barcode sampling, and other sources of techni-
cal variability. To assess the robustness of our method,
we generated synthetic simple-repression libraries with
increasing levels of measurement noise applied to the
RNA/DNA ratio. The SI Figure 13 summarises the re-
sults: the left panels show the captured mutual infor-
mation I(T ;µ) as a function of word length n at each
noise level, while the right panels display the correspond-
ing learned filters at n = 2. As noise increases, the mu-
tual information decreases and the signal to noise ratio
degrades, making it more difficult to resolve distinct bind-
ing sites. In the free parameterization, the filters become
increasingly diffuse and noisy as illustrated in the top row
of the SI Figure 13, and the information plateau becomes
less pronounced, indicating that additional regulatory el-
ements can no longer be clearly discerned in separate fil-
ters. Crucially, the biologically informed envelope param-

eterisation (Section I E) extends the resolvable regime: by
constraining each filter to a physically plausible width and
position, the number of free parameters is drastically re-
duced, allowing the optimisation to distinguish genuine
binding-site signals from noise even when unconstrained
filters fail to do so, as shown in the bottom row of the SI
Figure 13.

III. PREDICTING EXPERIMENTAL BINDING
SITES ON E. COLI PROMOTERS

The central goal of our analysis is to use our system-
atic approach in the context of MPRA experiments that
allow us to rigorously and reliably determine the regula-
tory architectures for all promoters across a genome in a
suite of different environmental conditions. Unlike bioin-
formatic approaches that postulate putative binding sites
as overrepresented motifs by considering the sequences
alone [19], our method identifies functionally active reg-
ulatory elements by quantifying the relevance of muta-
tions for expression—making the prediction inherently
condition-specific. To illustrate our progress towards this
ambitious goal, we now deploy our method at scale on
experimental data using the same pipeline we illustrated
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with synthetic data. We begin with the gold standard ara-
binose operon for which the experimental ground truth is
well known (III A). We then deploy informational foot-
prints at scale for the tisB promoter across 40 growth
conditions (III B). Lastly, we illustrate how to use our
approach to discover regulatory architectures in E. coli.
including the case of promoters that have not been pre-
viously annotated.

A. Benchmarking on the arabinose operon

Our understanding of gene regulation owes much to
early work on the choices that bacteria make about
preferred carbon sources. In the 1960s, the operator-
repressor model of Jacob and Monod [61] was vastly ex-
tended through the discovery of gene activation [62, 63].
One of the central case studies leading to this under-
standing was the well-studied arabinose operon, shown
schematically in Fig. 5(A).

Concretely, the promoter of araBAD is regulated by
AraC, which binds multiple operator sites to activate
transcription in the presence of arabinose [60]. As shown
in Fig. 5(B), when arabinose is present, there exist at least
five major peaks in the local mutual information. Recall
from Section II, the footprints alone indeed do not pro-
vide a systematic way to group these peaks into the larger
structures that constitute binding sites. To see how infor-
mation blueprints circumvent this ambiguity, we first plot
the mutual information of the compressed words I(T : µ)
versus number of hyperletters. We find that the informa-
tion plateaus at three hyperletters with no improvements
deriving from adding extra ones as shown in Fig. 5(C).
Our algorithm, suggests that only three binding sites ex-
ist.

Once we identified the number of binding sites, we can
determine their location using the compression filters as-
sociated with each of them. To do that we use the strategy
discussed in Section I E comprised of (i) a sliding envelope
that searches for an optimal position of the filters and (ii)
an adaptive scheme to optimize the trial function within
each filter as revealed in Fig. 9. As shown in Fig. 5(D),
the three optimised filters localise precisely on the known
two AraC binding sites and the RNAP site.

In this figure, we introduce our graphical notation for
characterizing the positions of the different hyperletters.
For example, we see that for hyperletter 1, it is asso-
ciated with an activator binding site. This implies that
T1 = 1 for all mutant versions of this binding site that are
sufficiently disruptive to impact expression and T1 = 0
for those mutants which preserve high expression. Fur-
ther, the colored base pair resolution maps below each
schematic show the weights associated with each base in
the filter Λ1.

In addition we use the optimised envelope functions
to select the sequence associated with each binding site
and compare it to the known sequences, where we neglect
letters at positions near the envelope edges with weights
smaller than 15% of the maximum value in each filter

component. The resulting extracted subsequences match
the known motifs shown in Fig. 5 (A).

The condition-dependence of regulatory architecture is
already visible in this example. In the absence of arabi-
nose, AraC no longer activates transcription and the com-
pressed information I(T ;µ) remains constant at all word
lengths n ≥ 1, as shown by the red markers in Fig. 5(C).
Strikingly, the optimal filter couples strongly to only a
single isolated position whose mutation restores non-zero
information. This single mutation is thought to create a
new transcription start site. This demonstrates that the
method can not only recover regulatory elements but also
flag more exotic features such as latent promoter creation
by point mutations.

B. Deploying informational blueprint at scale
across many growth conditions

In moving from synthetic systems to real MPRA data,
an additional ingredient becomes central: growth con-
ditions. Indeed, the very essence of gene regulation is
to turn genes on or off depending on the environment,
ultimately giving rise to different cell states and types.
Transcription factors are only active if they are present,
modified, or ligand-bound, and these states are set by
the environment [15]. Growth conditions are therefore an
essential input to the regulatory logic circuit itself: differ-
ent conditions selectively activate different branches of the
underlying promoter architecture, so that the regulatory
blueprint—including the number and identity of operative
binding sites—is inherently condition-dependent. Indeed,
we advocate for the idea that in the future, databases will
explicitly acknowledge how regulatory architecture de-
pends upon conditions, revealing different constellations
of binding sites depending upon those conditions.

A key advantage of the information-blueprint frame-
work is that it can be applied systematically across a large
number of conditions for the same promoter, mapping out
how the operative regulatory architecture changes with
the environment. We demonstrate this on the tisB pro-
moter [64, 65], for which MPRA data are available in 39
distinct growth conditions [15].

For each condition we run the full compression pipeline
from section I E and record both the predicted num-
ber of binding sites and the corresponding information
blueprints. We determined plateaus by checking if the
information gain due to additional hyperletters is less
than 10%. The results, summarised in Fig. 6, reveal a
rich condition-dependent spectrum: from simple single-
site architectures (e.g. hydrogen peroxide) to multi-site
regulatory logic involving up to three predicted binding
sites (e.g. stationary phase). Across most conditions for
this promoter we find a repressor site between positions
−35 and −15 relative to the TSS.

In Fig. 7 we show the information blueprints for four
additional promoters. The compression yields concrete
predictions: putative binding sites, their approximate po-
sitions and—via the relative signs of the filter weights—
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phenazine methosulfate
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low phosphate
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nitrate
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predicted tisBp binding site counts information blueprints

Figure 6. Deploying the method at scale on MPRA data for the tisB promoter across 39 growth conditions.
(A) The tisB promoter library is assayed by MPRA under 40 distinct growth conditions, each yielding a condition-specific
expression profile. (B) Schematic illustrating that different growth conditions can activate different regulatory architectures on
the same promoter, engaging distinct combinations of binding sites. (C) Predicted number of binding sites (word length n) for
each growth condition. Colored labels mark seven conditions representing the 3 possible regulatory architectures. (D) Information
blueprints for the representative conditions for n = 1, 2, 3 putative binding sites. For each condition, the optimized filter
components Λi are displayed as heatmaps over the promoter sequence, with the corresponding wild-type subsequences shown
above. The right column shows the compressed mutual information I(T ;µ) as a function of word length n. The red dot indicates
the predicted number of binding sites, at which the information gain due to additional hyperletters is less than 10%. Conditions
are ordered from top to bottom following the ranking in (C), revealing a spectrum from simple single-site regulation (e.g. glucose)
to multi-site architectures involving up to three predicted binding sites (e.g. stationary phase).
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the likely regulatory role (activator vs. repressor) of each
site.

Sequence-similarity methods have annotated this re-
gion as a LexA binding site—but such annotations are
static: they cannot distinguish conditions where the site
is operative from those where it is not. Our blueprints
can. Under hydrogen peroxide (H2O2) and phenazine
methosulfate stress, the repressor signal vanishes. This
is consistent with the known biology: tisB is a toxin gene
repressed by LexA [66–69], and DNA damage triggers
the SOS response, relieving this repression. The disap-
pearance of the repressor signal in precisely these stress
conditions confirms that the blueprint captures condition-
specific regulatory logic. This analysis illustrates how the
method scales to database-level deployment: the same
automated pipeline processes all 39 datasets, returning
a condition-by-architecture map of which regulatory ele-
ments are active under which environmental signals.

C. Discovering regulatory architectures in E. coli.

We now deploy our information blueprint approach to
discover regulatory architectures in E. coli starting with
known cases and culminating in promoters that have not
been previously annotated, see Fig. 7.

For the cpxRp2 promoter under gentamicin stress, the
blueprint identifies two binding sites. This is consistent
with the known positive autoregulation of the CpxRA
two-component system: CpxR-P binds a consensus mo-
tif in its own promoter region, amplifying the envelope
stress response [70]. The two predicted sites correspond
to the CpxR-P autoregulatory site and the RNAP site,
respectively.

For xylAp in xylose, the compression resolves four
nearly adjacent binding sites. The xylose utilisation oper-
ons are known to be co-regulated by the activator XylR,
which binds two direct-repeat sites upstream of the −35
region, and by CRP, whose binding site flanks the XylR
operator [71]. The four-site architecture recovered by the
blueprint is compatible with these known sites; the first
and fourth filters likely capture the two XylR sites, while
the second and third filters correspond to the RNAP and
CRP sites, respectively.

We then look at the galactose/methyl-galactoside
transport operon, mglBp. For this gene we find three
sites when the carbon source is LB or xylose. This pro-
moter is known to be activated by CRP and repressed by
the galactose-responsive regulators binding the mgl oper-
ator [72, 73]. While the first two filters of the blueprint
capture the known CRP and RNAP sites, intriguingly,
the third filter localizes to a distinct highly local region
which has been identified as a new transcriptional start
site, as a mutation at the +30 position leads to a consen-
sus -10 sequence [15], suggesting that this site may play
a regulatory role by modulating the balance between two
alternative TSSs. In contrast, when the carbon source is
glucose, we found a single-letter word that locally couples
to this predicted new TSS at +30 position.

Finally, we investigate the putative promoter region
of ybiY, for which no regulatory annotation is currently
available. Under anaerobic conditions, our algorithm
yields two filters. The second filter has activator-like
couplings in the -30 – -15 region, which may be part of
an RNAP site. More surprisingly, the first filter exhibits
strong couplings in the 0 to +20 region—downstream of
the annotated transcription start site and inside the gene
body. One possible explanation is that the predicted TSS
for ybiY was inaccurately assigned; alternatively, a gen-
uine regulatory element may reside within the transcript
leader.

These results demonstrate how our pipeline can pro-
duce concrete hypotheses for the environment-dependent
regulatory architectures of promoters, which can be ex-
perimentally tested in the wet lab. For example, one
strategy, as may be suggested by the structure of the
compression itself, is to introduce targeted mutations in
the regions identified by the filters. Because each filter
partitions sequences into those with intact vs. disrupted
binding sites, mutating the predicted region effectively
constructs the conditional distribution P (µ|Tν = 0) ex-
perimentally. Comparing expression in such a targeted
library against the wild-type background would directly
probe whether the predicted site carries regulatory infor-
mation.

IV. CONCLUSIONS AND OUTLOOK

The compression framework presented here offers a
principled way to extract regulatory architectures from
high-throughput sequence-expression data without prior
assumptions about motifs, TF identities or interactions.
Deployed on synthetic and experimental data, our method
recovers known binding sites and regulatory logic in well-
characterized promoters, while generating testable predic-
tions in unannotated y-ome promoters. Since the method
optimizes a global information-theoretic objective, it nat-
urally captures cooperative interactions between bind-
ing sites, including non-local ones that induce structural
changes on the DNA itself. This provides a systematic
way to connect MPRA data to underlying biophysical
models of gene regulation.

Beyond annotation, our method can provide insights
into the connection between DNA sequence and evolu-
tion. Though of course much evolutionary change focuses
on the protein coding sequences of the genome, there are
also scores of examples where instead, it is the regulatory
part of the genome that is mutated. Further, this ap-
proach can also provide actionable guidance for promoter
engineering: the filter weights indicate which positions
to target for tuning expression levels, and the sign struc-
ture reveals whether mutations will increase or decrease
output. This could accelerate the design of synthetic reg-
ulatory circuits with predictable behavior.

Positions identified by the information
blueprint—those with high filter weights—are predicted
to be under selective constraint: mutations here signif-
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cpxRp2 — gentamicin

previous annotation information criterionidentified hyperletters

Figure 7. Discovering regulatory architectures in E. coli. Information blueprints for four promoters that were previously
annotated partially, illustrating the generality of the method. Each panel shows the identified filter components Λi (heatmaps
with wild-type subsequences) and the compressed information curve I(T ;µ) versus word length n for a representative growth
condition. cpxRp2 in gentamicin (2 binding sites), xylAp in xylose (4 binding sites), mglBp in LB and glucose (2 binding sites
and a new TSS), and the predicted ybiY promoter under anaerobic conditions with nitrate (2 binding sites). The diversity of
filter structures across promoters and conditions demonstrates that the method can recover condition-specific regulatory logic
from MPRA data without prior knowledge of transcription factor binding motifs.

icantly alter expression and thus may be likely purged
by selection. This connects our information-theoretic
approach to evolutionary signatures of functional
constraints, offering a complementary lens to phyloge-
netic footprinting methods that rely on cross-species
conservation.

Looking ahead, the compression of individual promot-
ers here can be viewed as the first step of an iter-
ative coarse-graining procedure. The full many-body
problem of gene regulation—how genes collectively give
rise to cellular phenotypes—requires understanding in-
teractions between genes, not just within them. Just

as real-space renormalisation group methods decimate
microscopic degrees of freedom to reveal effective in-
teractions at larger scales, one could imagine applying
this framework genome-wide—compressing nucleotide se-
quences into binding configurations, then binding configu-
rations into gene-gene interactions, and ultimately to the
low-dimensional cell states that emerge from regulatory
network dynamics.
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V. MATERIALS AND METHODS

A. Optimal lossy compression framework

1. Optimal compression filters localise on binding sites

Here we sketch a simple analytical argument explains
why the optimal compression filters Λν localise on bind-
ing sites. In the linear regime (σ ≈ id), the hyperletter

T (m) =
∑

i Λi B
(m)
i is a scalar projection, and the IB ob-

jective maxΛ I(T ;µ) reduces to maximising the squared
correlation between T and µ. Writing Cov(T, µ) =∑

i Λi Ci with

Ci = Cov
(
Bi, µ

)
=
〈
Bi µ

〉
−
〈
Bi

〉〈
µ
〉

(9)

and Var(T ) = Λ⊤ΣBB Λ where (ΣBB)ij = Cov(Bi, Bj),

the optimum of (Λ · C)2/(Λ⊤ΣBB Λ) is Λ ∝ Σ−1
BB C.

In a randomly mutagenised library each position is mu-
tated independently with probability pmut, so ΣBB is ap-
proximately diagonal and the optimal filter simplifies to
Λi ∝ Ci.

Because expression depends on sequence almost ex-
clusively through the binding energies of the regulatory
proteins, µ = µ(E1, . . . , EnTF

), and each energy Ea =∑
i∈Sa

ε
(a)
i,si

is affected only by mutations within its own
site Sa, the chain rule gives

Ci =

nTF∑
a=1

χa δĒ
(a)
i 1i∈Sa , (10)

where χa = ⟨∂µ/∂Ea⟩eff is the thermodynamic suscepti-
bility of expression to the binding energy of TF a, and

δĒ
(a)
i is the binding energy shift caused by a mutation

at position i, averaged over the three possible substitu-
tions of a base. Equation (10) is non-zero only at posi-
tions that belong to a binding site, explaining filter lo-
calisation. It also shows that cooperative interactions—
which correlate the susceptibilities χa across the mutant
ensemble—can cause a single filter to span multiple sites
(see Appendix B 1 for the constitutive promoter and Ap-
pendix B 4 b for DNA looping).

2. Determining the rate of compression and information
bottleneck phase transitions

In the information bottleneck framework, the most rel-
evant features are targeted by enforcing a sufficiently high
rate of compression in Eq. 5. Here we fix the rate of com-
pression by choosing a certain number of filters since the
information capacity of the compressed variable is bound
by its number of components.

Crucially, as the rate of compression is reduced, e.g.
by adding more filters, the mutual information does not
increase smoothly, but it rather undergoes a sequence
of sharp transitions, each following a plateau of satura-
tion [74]. These transitions are associated with a discrete
hierarchy of relevant features of the data.

Suppose that the base-sequence data B can be decom-
posed into a set of features {f1, f2, . . .} with a decreasing
order of relevance for the expression level µ[75]. For the
highest rate of compression, i.e. for a 1-bit variable T , the
filter Λ will only target the most relevant feature f1 par-
tially. Upon adding further components into T , instead
of mixing in sub-relevant features f2, f3, . . ., the optimal
compression instead utilises these components to express
the more fine-grained aspects of the same most relevant
feature f1. When f1 is finally expressed perfectly, the mu-
tual information then saturates until the number of filters
n becomes sufficiently large to start expressing the next
relevant feature f2.
The sufficient number of filters in the optimal compres-

sion scheme can therefore be determined systematically
by monitoring the first saturation of mutual information
as a function of the number of filters n. In the case of the
simple repression architecture, we see that the mutual in-
formation saturates at two filters, matching the number
of distinct TFs in the system.

B. Mutual information estimation

Estimating mutual information from finite data is a
central technical challenge for our framework. Mutual
information I(A : B) measures the statistical dependence
between two random variables via the Kullback-Leibler
divergence between their joint and product-of-marginals
distributions:

I(A : B) = EP (a,b)

[
log

P (a, b)

P (a)P (b)

]
(11)

=: DKL[P (a, b)∥P (a)P (b)],

where base-2 logarithms are implied throughout to mea-
sure information in bits. In our setting, a corresponds to
the compressed word T (or, at the single-site level, a base
Bi) and b to the expression level µ.

1. Limitations of histogram-based estimation.

A common approach is to bin the continuous expression
level µ into discrete states (e.g., µ ∈ {0, 1} representing
off and on) and estimate entropies from normalised his-
tograms Q(µbin) = count(µbin)/m, yielding

H(µ) = −
∑
µ

P (µ) logP (µ) ≈ −
∑
µbin

Q(µbin) logQ(µbin).

(12)

While simple, this approach has two drawbacks. First,
binning voluntarily erases information—dividing a con-
tinuous distribution into a few discrete bins loses details
that may be relevant for identifying binding sites. Second,
the per-site mutual information signal I(Bi : µ) is typi-
cally on the order of millibits [Fig. 8(A)], making reliable
estimation difficult with realistic sample sizes even when
the improved InfoNCE estimator [42] is used in place of
naive histograms.
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(A)

(B)

Figure 8. Information footprints for the simple repression architecture (synthetic data). (A) Per-site information
footprint I(Bi : µ) computed with the InfoNCE estimator. The signal is on the order of millibits. (B) Regional information
footprint, where mutual information is estimated for entire binding regions rather than individual sites. The collective signal is
about an order of magnitude larger, providing substantially more robustness against noise.

2. Variational lower bounds.

We instead exploit a variational representation of mu-
tual information that avoids binning entirely. The key
idea is that if I(A : B) is large, samples from the joint
distribution P (a, b) should be distinguishable from inde-
pendently shuffled pairs drawn from P (a)P (b). Given
iid samples [(ai, bi)]

m
i=1 from P (a, b), any cross-pairing

(ai, bj ̸=i) is distributed according to P (a)P (b). High mu-
tual information means a classifier f can reliably separate
the two:

f(ai, bi) > 0, f(ai, bj ̸=i) < 0. (13)

This intuition is formalised by the Donsker-Varadhan rep-
resentation [41, 43, 44]:

I(A : B) = sup
f∈F

{
EP (a,b)[f(a, b)]− logEP (a)P (b)[e

f(a,b)]
}
,

(14)
where the supremum is taken over a function class F .
For any fixed f , the expression inside the braces is a
lower bound on the mutual information (see Appendix
for a self-contained proof). By parameterizing f as a
neural network (a “critic”) and optimizing via stochastic
gradient descent, one obtains a tight, differentiable lower
bound on I(A : B).

In practice, we use the InfoNCE estimator [42], where
the expectations in Eq. (14) are computed as Monte Carlo

averages over minibatches. This estimator has two prop-
erties essential for our framework. First, it operates di-
rectly on continuous expression values, eliminating the
need for binning and the associated information loss. Sec-
ond, the bound is differentiable with respect to the com-
pression map Λ, so mutual information can serve simulta-
neously as the objective function for optimizing the com-
pressed words T .

3. From local to global information.

The information footprint approach [9, 36] computes
the per-site mutual information I(Bi : µ) independently
for each position, flagging sites above a threshold ϵ:

{i : I(Bi : µ) > ϵ} . (15)

As shown in Fig. 8(A), this signal is on the order of milli-
bits for a synthetic simple-repression architecture. Using
the variational estimator, we can go beyond single sites
and directly estimate the mutual information of entire
binding regions, I({Bi ∈ binding region} : µ), without
histogram construction. The collective signal of entire
binding regions is an order of magnitude larger than that
of individual sites, providing substantially more robust-
ness against noise [Fig. 8(B)].

The informational blueprint takes this to its logical con-
clusion: rather than computing mutual information for
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pre-selected regions, we optimize the compression map
Λ itself to discover which regions matter. This amounts
to the transition from a local to a global information-
theoretic probe [45]:

argmax
i

{I(Bi : µ)}︸ ︷︷ ︸
local footprint

→ argmax
Λ

{I(Λ ◦B : µ)}︸ ︷︷ ︸
global compression

,

(16)
where Λ : ZN

2 → Zn
2 compresses the full binary mutation

vector into a short word T with n ≪ N .

4. Critic architecture and training details.

The critic function f in the InfoNCE estimator is
parameterized as a 2-layer MLP with 64 hidden units
and ReLU activations. The threshold function σ in the
compression is approximated during training using the
straight-through estimator. We optimize using Adam
with learning rate 10−3 for 104 steps with mini-batch size
256. Each optimization is repeated from 20 random ini-
tializations; we report filters from the run achieving high-
est I(T : µ).

C. Solving the variational compression problem
with different trial functions

The compression in Eq. (6) defines a variational prob-
lem: the mutual information I(T ;µ) is maximized over
the space of trial filters Λνi. As in all variational prin-
ciples, the design of the trial function directly influences
the practical performance of the optimization. An overly
restrictive ansatz may fail to capture relevant structure,
while a fully unconstrained parameterization can be dif-
ficult to optimize in the presence of noise. In this sec-
tion, we describe three progressively more sophisticated
parameterizations of the filter—from fully unconstrained
weights to scalar-amplitude Gaussians to the envelope
factorization introduced in Section I E—each offering a
different trade-off between expressiveness and regulariza-
tion.

1. Unconstrained linear filters

In the simplest parameterization, each filter component
Λνi is a vector of N freely optimized weights—one per se-
quence position. This maximally expressive ansatz can,
in principle, capture any linear compression of the binary
mutation vector B. However, the O(nN) free parameters
make the optimization susceptible to overfitting, particu-
larly when the mutual information signal is weak relative
to experimental noise. In practice, the unconstrained fil-
ters nevertheless localize on binding sites (Figs. 3, 4), but
they can exhibit noisy tails outside the true binding re-
gions and may fail to resolve additional sites when the
information gain per hyperletter becomes small.
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Figure 9. Biologically informed variational ansatze for
compression filters. (A) As the simplest way of incorpo-
rating biological priors, each envelope component is parame-
terized by a center µν,α and width σν,α; transparency indi-
cates optimization progress from early (light) to late (dark)
iterations. The weights remain constant within each enve-
lope. (B) Mutual information I(T : µ) between the com-
pressed variable and expression level during optimization for
two variational ansatze. (C) A richer ansatz function frees
the per-position weights λνi within the envelopes and allows
the filter to capture detailed structure within a binding site
while remaining localized by the envelope. This recovers more
information about gene expression than (A). (D) The learned
envelope parameters can be read out as binding site positions
and widths, here identifying an activator upstream and a re-
pressor downstream of the transcription start site, while the
enveloped weights recover the internal structure of each site.

2. Scalar-amplitude Gaussian filters

To incorporate the biological prior that TF binding
sites span approximately 15–25 bp, we constrain each fil-
ter to a Gaussian envelope with a scalar amplitude, as
shown in Fig. 9 (A):

Λνi = αν exp

[
− (i− cν)

2

2w2
ν

]
, (17)

with learnable center cν , width wν , and amplitude αν .
This reduces the number of free parameters from O(N)
per filter to just three. To accommodate bipartite binding
sites such as the RNAP −10 and −35 boxes, each filter
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can be extended to a mixture of K Gaussian components,

Λνi =

K∑
k=1

mν,k αν,k exp

[
− (i− cν,k)

2

2w2
ν,k

]
, (18)

where mν,k are mixing weights normalized via softmax
(typically K = 2). The learnable parameters are con-
strained as follows: centers cν,k are parameterized via sig-
moid to lie within [0, N ]; widths wν,k are parameterized
via tanh to lie within [wmin, wmax] (default 10–30 bp); and
amplitudes αν,k are unconstrained real values whose sign
encodes the regulatory function (positive for activators,
negative for repressors relative to RNAP).

Binding site predictions are read off directly from the
learned parameters: cν,k gives the site location, wν,k gives
the footprint width, and sign(αν,k) indicates activator
versus repressor function.

3. Envelope-parameterized filters

The envelope parameterization introduced in Sec-
tion I E factorizes each filter as

Λνi = Wνi λνi , (19)

where Wνi ∈ [0, 1] is a smooth localizing envelope and λνi

are freely optimized per-position weights, as visualised in
Fig. 9 (C). This interpolates between two limits: when
λνi is constant across positions, it reduces to the scalar-
amplitude Gaussian of Eq. (17); when the envelope width
wν → ∞, it recovers the fully unconstrained filter. In
practice, the biological prior on width regularizes the opti-
mization landscape sufficiently that filter centers converge
reliably to binding site positions, while the free weights
resolve internal structure that a scalar amplitude cannot
capture, and thereby achieve a larger amount if mutual
information, as illustrated in Fig. 9 (B).

We use two envelope shapes. The Gaussian envelope,

Wgaussian
νi = exp

[
− (i− cν)

2

2w2
ν

]
, (20)

provides smooth localization with learnable center cν and
width wν . Alternatively, a soft rectangular window is
constructed from a product of sigmoids:

Wrectangle
νi (τ) = στ

(
i− cν + wν

2

)
στ

(
cν + wν

2 − i
)
, (21)

where στ (x) = (1 + e−x/τ )−1 and τ controls the edge
sharpness. The Gaussian provides smoother localization;
the sigmoid product produces a flatter passband that
weights positions within the window more uniformly. In
both cases, the width wν is biased to ∼ 20–30 bp but
remains learnable. The resulting optimal envelopes for
each hyperletter can then be used to directly filter out
the underlying sequence of the predicted binding sites at
base-pair resolution, see Fig. 9 (D).

a. Discrete center updates. Since promoter se-
quences are discrete, we optimize the envelope centers
cν using a sign-accumulation rule rather than standard
gradient descent. At each step, the sign of ∂I/∂cν is com-
puted and accumulated over a window of training steps.
The center moves by one base pair in the majority direc-
tion only when the accumulated vote exceeds a threshold,
ensuring that centers lock onto optimal positions rather
than jittering due to gradient noise.
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Appendix A: Calculations for the model in Box 1

Box 1 provides a toy model of the variational calculations used to find the “best” coarse grained description of a
highly simplified promoter in which the RNAP site corresponds to a single base pair. The aim of the toy calculation
presented there and the slightly more sophisticated and complete one presented here is to introduce the key concepts
and notation used in the full approach carried out in the paper. As seen in the Box, this calculation is “variational” in
the sense that we have a number of candidate trial functions. We use each such trial function to compute a score in the
form of the mutual information between our hyperletters and the level of gene expression, and out of that collection
of trial functions, we pick the winner. For the cases considered here, there is a very small set of competitors and we
explicitly compute the information for each of those competitors and, as shown in the box, compare them and choose
the winner!

This is similar in spirit to many other examples of simplified “shape functions” throughout mathematics, physics and
engineering. For example, in the method of linear combination of atomic orbitals (LCAO) in quantum mechanics, one
writes a molecular wave function in a highly simplified way as a linear combination of atomic wave functions centered
on each of the atoms making up the molecule. In the finite element method, one discretizes some partial differential
equation into a discrete set of nodes and carries out interpolation between those nodes. In both of these examples,
once the simplfied set of candidates has been selected, one then chooses a winner according to some scoring function.
That is the spirit of the toy calculations presented in the Box and explored more deeply here.

1. One-site filter

As a reminder, Box 1 features a toy model of a promoter sequence containing five sites. Only the fourth site is involved
in RNAP binding. As a result, sequences with mutations at that site will results in a change in gene expression. Our
objective is to show how the information blueprint approach makes it possible to identify this position in a principled
way. Specifically, we seek to calculate the mutual information between gene expression and the different hyperletters
T (x), each defined by its corresponding filter Λ(x). More concretely, for the mth mutant we have

T (m)(x) = σ

(
5∑

i=1

B
(m)
i Λi(x)

)
, (A1)

where B
(m)
i = 0 indicates that the base pair at position i of the mth mutant is wild type and B

(m)
i = 1 marks the

presence of a mutation. Recall that our toy MPRA library consists of five mutants, each with a single mutation at a
unique site, that is:

B(m=1) = (1, 0, 0, 0, 0) first mutant sequence,

B(m=2) = (0, 1, 0, 0, 0) second mutant sequence,

B(m=3) = (0, 0, 1, 0, 0) third mutant sequence,

B(m=4) = (0, 0, 0, 1, 0) fourth mutant sequence,

B(m=5) = (0, 0, 0, 0, 1) fifth mutant sequence.

(A2)

or more compactly

B
(m)
i = δim (A3)

Because of the nature of the particular filters chosen for this example, x corresponds to which site each vector Λ(x)
filters out. Namely, the filter is only non-zero at one position given by

Λi(x) = δix, (A4)

where the label x tells us the non-zero site in the filter and the subscript i defines the ith component of the filter vector
Λ(x). More explicitly, for our 5-base pair promoter, as shown in Figure Box1, the different trial filters are given by
the vectors

Λ(x = 1) = (1, 0, 0, 0, 0) first trial filter,

Λ(x = 2) = (0, 1, 0, 0, 0) second trial filter,

Λ(x = 3) = (0, 0, 1, 0, 0) third trial filter,

Λ(x = 4) = (0, 0, 0, 1, 0) fourth trial filter,

Λ(x = 5) = (0, 0, 0, 0, 1) fifth trial filter.

(A5)
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However, it is important to note that, as described in detail in the main text, both the shape of the filters, and which
filters are most informative will be subject to optimization in the context of real world data on real promoters and
using filters that are way more sophisticated than those used here.

As noted above, we must have a scheme for scoring each of our variational trial functions. Throughout the paper,
that scoring function is obtained by computing the mutual information between a given hyperletter and the level of
gene expression, which for our toy model defined as a function of the filter position x

I(µ : T (x)) = H(µ)︸ ︷︷ ︸
initial uncertainty

− H(µ|T (x))︸ ︷︷ ︸
remaining uncertainty

, (A6)

where µ corresponds to the level of gene expression. As a reminder, the entropy H(µ) is given by

H(µ) = −
∑

expression

P (µ) log2(P (µ)). (A7)

Given a mutant sequence B(m), Eq. A1 (that is, Eq. b2 )gives us a recipe to calculate hyperletter for each mutant m,
T (m)(x). For completeness, we reproduce the equation here by combining Eq. A3 for the mth mutant sequence B(m),
and Eq. A4 for the trial filter Λ(x):

T (m)(x) = σ
(
B(m) ·Λ(x)

)
= σ

(
5∑

i=1

B
(m)
i Λi(x)

)
= σ

(
5∑

i=1

δimδix

)
= σ(δmx) =

{
1, m = x,

0, m ̸= x
. (A8)

The function σ
(
B(m) ·Λ

)
performs a thresholding operation by producing a score of its own by evaluating the mag-

nitude of its argument B(m) ·Λ. For example, the value of the first hyperletter, for the first sequence is

T (m=1)(x = 1) = σ
(
B(m=1) ·Λ(x = 1)

)
= σ ((1, 0, 0, 0, 0) · (1, 0, 0, 0, 0))

= σ(1) = σ(above threshold) = 1.
(A9)

In contrast, the value of the first hyperletter for the second sequence is

T (m=2)(x = 1) = σ
(
B(m=2) ·Λ(x = 1)

)
= σ ((0, 1, 0, 0, 0) · (1, 0, 0, 0, 0))

= σ(0) = σ(below threshold) = 0.
(A10)

To compute the total information score represented by eqn. A6, we need to quantify how much knowing the hyper-
letter value reduces our uncertainty about expression. This is precisely the conditional entropy, defined by

H(µ|T (x)) = P (T (x) = 0)H(µ|T (x) = 0) + P (T (x) = 1)H(µ|T (x) = 1). (A11)

The conditional entropy is a weighted average over the two possible hyperletter outcomes: for each value T (x) ∈ {0, 1},
we compute the entropy of expression levels among only those sequences sharing that hyperletter value, then weight
by the probability of that outcome occurring. If the filter has correctly identified a binding site, then conditioning on
whether that site is intact (T = 0) or disrupted (T = 1) partitions the sequences into groups with more homogeneous
expression levels — meaning each H(µ|T (x) = 0) and H(µ|T (x) = 1) is smaller than our initial uncertainty H(µ)
before any hyperletter was revealed.

We now proceed to calculate all the terms necessary to compute the mutual information. As seen in the Box, out of
the five mutated sequences, four of them have high expression (h) and one of them has low expression (l). As a result,
the probability that gene expression is high is given by

P (µ) =

{
P (µ = h) = 4/5
P (µ = l) = 1/5

(A12)

From these probabilities, we can compute the entropy associated with gene expression as

H(µ) = −
∑

expression

P (µ) log2(P (µ))

= −[4/5 log2(4/5) + 1/5 log2(1/5)].

(A13)
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Next, we compute the conditional entropy for the different hyperletters. We begin with the first hyperletter, T (x = 1),
such that

H(µ|T (x = 1)) = P (T (x = 1) = 0)H(µ|T (x = 1) = 0) + P (T (x = 1) = 1)H(µ|T (x = 1) = 1). (A14)

An examination of the table in the Box tells us that

P (T (x = 1) = 0) = 4/5 (A15)

and

P (T (x = 1) = 1) = 1/5. (A16)

Further, the conditional entropies on the right hand side of equation A14 are

H(µ|T (x = 1) = 1) =−
∑

expression

P (µ|T (x = 1) = 1) log2 (P (µ|T (x = 1) = 1))

=− (p (µ = h|T (x = 1) = 1) log2(P (µ = h|T (x = 1) = 1)

+P (µ = l|T (x = 1) = 1) log2(P (µ = l|T (x = 1) = 1))

=− (1 · log2(1) + 0 · log2(0)) = 0,

(A17)

and

H(µ|T (x = 1) = 0) =−
∑

expression

P (µ|T (x = 1) = 0) log2 (P (µ|T (x = 1) = 0))

=− (p (µ = h|T (x = 1) = 0) log2(P (µ = h|T (x = 1) = 0)

+P (µ = l|T (x = 1) = 0) log2(P (µ = l|T (x = 1) = 0))

= −
(
1

4
log2

1

4
+

3

4
log2

3

4

)
=

1

4
log2 4 +

3

4
log2

4

3
.

(A18)

Putting this all together we arrive at

H(µ|T (x = 1)) = P (T (x = 1) = 0)︸ ︷︷ ︸
4/5

H(µ|T (x = 1) = 0)︸ ︷︷ ︸
1
4 log2 4+ 3

4 log2
4
3

+ P (T (x = 1) = 1)︸ ︷︷ ︸
1/5

H(µ|T (x = 1) = 1)︸ ︷︷ ︸
0

=
4

5

(
1

4
log2 4 +

3

4
log2

4

3

)
.

(A19)

Assembling all of the pieces, we can now compute the score associated with the hyperletter T (x = 1) which is given
by

I(T (x = 1) : µ) =H(µ)−H(µ|T (x = 1))

= −
(
4

5
log2

4

5
+

1

5
log2

1

5

)
− 4

5

(
1

4
log2 4 +

3

4
log2

4

3

)
≈ 0.722− 0.649

≈ 0.073.

(A20)

This score is plotted as the first bar in the bar graph shown in Figure Box2 in the box. If we repeat this same
calculation for the mutual information between the gene expression level µ and the hyperletters, T (x = 2), T (x = 3),
and T (x = 5), we find the exact same score. There was nothing distinguishing any of these hyperletters, and thus in
the histogram of scores, they all have the same mutual information.

The only case that potentially has a different mutual information score is for T (x = 4). To that end, we compute
the conditional entropy for hyperletter, T (x = 4), such that

H(µ|T (x = 4)) = P (T (x = 4) = 0)H(µ|T (x = 4) = 0) + P (T (x = 4) = 1)H(µ|T (x = 4) = 1). (A21)
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An examination of the table in the Box tells us that

P (T (x = 4) = 0) = 4/5 (A22)

and

P (T (x = 4) = 1) = 1/5. (A23)

Further, the conditional entropies on the right hand side of equation A21 are

H(µ|T (x = 4) = 1) =−
∑

expression

P (µ|T (x = 4) = 1) log2 (P (µ|T (x = 4) = 1))

=− (p (µ = h|T (x = 4) = 1) log2(P (µ = h|T (x = 4) = 1)

+P (µ = l|T (x = 4) = 1) log2(P (µ = l|T (x = 4) = 1))

=− (0 · log2(0) + 1 · log2(1)) = 0,

(A24)

and

H(µ|T (x = 4) = 0) =−
∑

expression

P (µ|T (x = 4) = 0) log2 (P (µ|T (x = 4) = 0))

=− (p (µ = h|T (x = 4) = 0) log2(P (µ = h|T (x = 4) = 0)

+P (µ = l|T (x = 4) = 0) log2(P (µ = l|T (x = 4) = 0))

=− (1 · log2(1) + 0 · log2(0)) = 0.

(A25)

Putting this all together we arrive at

H(µ|T (x = 4)) = P (T (x = 4) = 0)︸ ︷︷ ︸
4/5

H(µ|T (x = 4) = 0)︸ ︷︷ ︸
0

+ P (T (x = 1) = 1)︸ ︷︷ ︸
1/5

H(µ|T (x = 1) = 1)︸ ︷︷ ︸
0

= 0.

(A26)

Assembling all of the pieces, we can now compute the score associated with the hyperletter T (x = 4) which is given by

I(µ : T (x = 4)) = H(µ)−H(µ|T (x = 4))

≈ 0.722.
(A27)

As shown in the bar graph in Figure Box2, this hyperletter contains the maximum mutual information. Hence,
T (x = 4) is the maximally informative hyperletter. This raises the question of how our score depends upon number of
hyperletters in our information blueprint. To see how to address that question, we turn to filters for our toy promoter
centered on more than one basepair.

2. Two-site filter

In our second toy model, we enlarge the space of filters to include more than one site. Specifically, our goal is to
compute the mutual information between expression level and the word T given by the combination of the hyperletters
T (x = 1) and T (x = 4). The mutual information between this word and gene expression is given by

I(µ : T ) = H(µ)︸ ︷︷ ︸
initial uncertainty

− H(µ|T )︸ ︷︷ ︸
remaining uncertainty

. (A28)

We have already calculated the initial uncertainty H(µ). What is left for us to calculate is the conditional entropy
representing the remaining uncertainty, H(µ|T ).

We calculate this conditional entropy by exploring all the possible values the T (x = 1) and T (x = 4) hyperletters
can adopt. More precisely, we must evaluate the sum

H(µ|T ) =H(µ|(T (x = 1), T (x = 4)) =

=P ((T (x = 1) = 0, T (x = 4) = 0)H(µ|(T (x = 1) = 0, T (x = 4) = 0))+

P ((T (x = 1) = 1, T (x = 4) = 0)H(µ|(T (x = 1) = 1, T (x = 4) = 0))+

P ((T (x = 1) = 0, T (x = 4) = 1)H(µ|(T (x = 1) = 0, T (x = 4) = 1))+

P ((T (x = 1) = 1, T (x = 4) = 1)H(µ|(T (x = 1) = 1, T (x = 4) = 1)).

(A29)



28

The table in the Box in the main text tells us the values of the different probabilities in equation A29. Specifically, we
have

P ((T (x = 1) = 0, T (x = 4) = 0) = 3/5, (A30)

P ((T (x = 1) = 1, T (x = 4) = 0) = 1/5, (A31)

P ((T (x = 1) = 0, T (x = 4) = 1) = 1/5, (A32)

and

P ((T (x = 1) = 1, T (x = 4) = 1) = 0, (A33)

each of which can be read off by counting how many of the table entries correspond to each of those conditions. As a
result, equation A29 can be rewritten as

H(µ|T ) =H(µ|(T (x = 1), T (x = 4))

=3/5H(µ|(T (x = 1) = 0, T (x = 4) = 0))+

1/5H(µ|(T (x = 1) = 1, T (x = 4) = 0))+

1/5H(µ|(T (x = 1) = 0, T (x = 4) = 1)).

(A34)

To make progress, we now calculate each conditional entropy. We begin with

H(µ|T (x = 1) = 0, T (x = 4) = 0))

= P (µ = h|T (x = 1) = 0, T (x = 4) = 0)) log2 (P (µ = h|T (x = 1) = 0, T (x = 4) = 0)))

+ P (µ = l|T (x = 1) = 0, T (x = 4) = 0)) log2 (P (µ = l|T (x = 1) = 0, T (x = 4) = 0)))

= 1 · log2 1 + 0 · log2 0
= 0.

(A35)

The next term is

H(µ|T (x = 1) = 1, T (x = 4) = 0))

= P (µ = h|T (x = 1) = 1, T (x = 4) = 0)) log2 (P (µ = h|T (x = 1) = 1, T (x = 4) = 0)))

+ P (µ = l|T (x = 1) = 1, T (x = 4) = 0)) log2 (P (µ = l|T (x = 1) = 1, T (x = 4) = 0)))

= 1 · log2 1 + 0 · log2 0
= 0.

(A36)

The third and final term is

H(µ|T (x = 1) = 0, T (x = 4) = 1))

= P (µ = h|T (x = 1) = 0, T (x = 4) = 1)) log2 (P (µ = h|T (x = 1) = 0, T (x = 4) = 1)))

+ P (µ = l|T (x = 1) = 0, T (x = 4) = 1)) log2 (P (µ = l|T (x = 1) = 0, T (x = 4) = 1)))

= 0 · log2 0 + 1 · log2 1
= 0.

(A37)

Putting this all together, we arrive at

H(µ|T ) = H(µ|(T (x = 1), T (x = 4)) = 0. (A38)

Such that the mutual information between the word T containing the T (x = 1) and T (x = 4) hyperletters is

I(µ : T ) = H(µ)−H(µ|T ) = H(µ) ≈ 0.722 = I(µ : T (x = 4)). (A39)

Our calculation reveals that the mutual information between gene expression and the hyperword containing the T (x =
1) and T (x = 4) hyperletters is the same as the mutual information between gene expression and the T (x = 4)
hyperletter alone. In other words, we find that the hyperletter T (x = 4) already tells us everything there is to learn
about the connection betweeen sequence and expression for this toy promoter. As a result, adding the T (x = 1)
hyperletter does not increase our information in any way. This is reflected in the plot in Figure Box2. We see that
having a word with a length of one hyperletter—in this case that hyperletter is T (x = 4)—already saturates the
largest possible value of mutual information between gene expression and any word. Since the conditional entropy
H(µ|T (x = 4)) is already zero, the identity of the additional hyperletters at each subsequent word length is immaterial:
no combination can further reduce an uncertainty that has already vanished. Making the word longer by adding any
of the other available hyperletters does not improve our overall informational standing.
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Appendix B: More details on the results for the synthetic datasets

To benchmark the informational blueprint method in a controlled setting where the ground truth is known exactly, we
construct synthetic MPRA datasets using sequence-specific thermodynamic models of gene regulation. The approach
follows Pan et al. [50], who developed a computational pipeline that maps promoter sequences to expression levels
via states-and-weights diagrams derived from experimentally measured energy matrices. Starting from a wild-type
promoter, a library of mutant sequences is generated by randomly introducing point mutations at a specified rate.
For each mutant, the probability of RNAP being bound—and hence the expression level—is computed from the
thermodynamic model, yielding a synthetic dataset in the same format as an RNA-Seq–based MPRA. This procedure
can be applied to any regulatory architecture (constitutive, simple repression, activation, double repression, etc.) by
specifying the relevant transcription factors, their copy numbers, binding energies, and the logic of their interactions.
Crucially, because every parameter is known by construction, the synthetic datasets provide an unambiguous test
of whether the blueprint method correctly identifies binding site locations, signs, and counts. Below we present the
blueprint results for each architecture in turn.

1. Constitutive promoter

First we consider a constitutive promoter regulated only by RNAP. The optimal compression filter automatically
identifies the RNAP binding site: it has strong coupling exclusively at the known binding domains with the correct
bipartite structure [76], and at least an order of magnitude smaller couplings everywhere else (Fig. 10). Adding a
second filter does not increase the retained mutual information, correctly indicating that there is only one functional
regulatory element. Notably, the two spatially separated DNA-binding domains of RNAP (the −35 and −10 boxes)
are not split across filters but captured together, reflecting their cooperative function as a single transcription factor.

Figure 10. The linear optimal compression filter for a constitutive promoter architecture. The entries of the filter
Λ0 are colour-coded according to their magnitude. The filter has strong coupling (and mostly with the same sign) at the RNAP
binding sites, and negligible couplings everywhere else.

The localisation of the filter on the RNAP binding site (Fig. 10) follows from the general decomposition in Sec-
tion VA1. For a constitutive promoter, expression is a monotonic function of the RNAP binding energy alone,

µ = µ(EP ), where EP (s) =
∑

i∈P ε
(P )
i,si

sums the position-specific energy contributions within the binding site P . A
mutation at position i ∈ P shifts the binding energy by an amount that depends on the identity of the mutant base;
averaging over the three equally likely substitutions defines

δĒ
(P )
i =

1

3

∑
s′ ̸=swt

i

(
ε
(P )
i,s′ − ε

(P )

i,swt
i

)
. (B1)

For positions outside the binding site, Bi is uncorrelated with EP and hence with µ. Applying Eq. (10) to this single-TF
case gives

Ci = χP δĒ
(P )
i 1i∈P , (B2)

where χP = ⟨∂µ/∂EP ⟩eff is the thermodynamic susceptibility. Since Λi ∝ Ci (Section VA1), the optimal filter

is Λi ∝ δĒ
(P )
i 1i∈P : it is non-zero only within the binding site, and its relative magnitudes reflect how strongly a

mutation at each position disrupts binding. The filter thus acts as a direct readout of the DNA–protein contact.

2. Simple activation

We consider a promoter with a single activator, using parameters that emulate CRP activation at the lacZYA
promoter. Unlike the constitutive promoter, the information saturates at n = 2. The learned filters (Fig. 11) couple to
the CRP and RNAP binding sites, with the CRP site showing the expected bipartite structure of the homodimer [76].
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Because CRP and RNAP act cooperatively—CRP binding enhances RNAP recruitment—mutations in either site shift
expression in the same direction, and the filter accordingly assigns weights of the same sign to both regions. This
contrasts with simple repression (Fig. 12), where the RNAP and repressor weights have opposite signs.

Figure 11. Optimal compression for CRP activation. The optimal linear compression map Λ = [Λ0,Λ1] filters out the
correct binding regions for a simple activation architecture. While the filter Λ0 captures the binding sites of RNAP, Λ1 couples
to the activator and the RNAP binding sites. Both filters have vanishing couplings everywhere else.

3. Simple repression

Now we look at the case of the simple repression architecture. The synthetic dataset uses the known copy number
and binding energy of the lacl repressor.

Figure 12. Optimal compression for simple repression. The optimal linear compression map Λ = [Λ0,Λ1] filters out the
correct binding regions for a simple repression architecture. Filters Λ0 and Λ1 respectively capture the binding sites of RNAP
and the repressor. Both filters have vanishing couplings everywhere else.

In the case of single filter, there is strong coupling to both RNAP with the correct bipartite structure [76] and
repressor binding sites, but with an opposite sign. This indicates that mutations in these two regions lead to opposite
expression shifts. Adding the second filter increases retained information. In other words, compressing the mutations
on repression and RNAP binding sites into two separate binary symbols is more informative about the expression
shifts than to combine them into a single binary variable. The compressed information saturates at two filters, again
matching the number of distinct TFs in the system.

a. Effect of expression noise and library size

In real experiments the RNA/DNA ratio measurements are noisy, and the signal of individual binding sites can be
on the order of millibits, making it difficult to resolve binding sites with unconstrained filters. To assess robustness of
our method, we generate noisy synthetic libraries that mimic the measurement variability of empirical MPRAs. Each
promoter variant is expanded into a random number of barcode replicates (drawn from a negative binomial distribution),
and log-normal noise of increasing magnitude σ is applied to the RNA/DNA expression ratio to represent cell-to-cell
and replicate-to-replicate variability.

Figure 13 summarises the results. As noise grows, the captured mutual information decreases and the filters become
increasingly diffuse. In the free parameterisation (top row), the signal-to-noise ratio degrades rapidly: at high noise the
information plateau is no longer visible and the filters fail to localise on the binding sites. The biologically informed
envelope parameterisation (Section I E) extends the resolvable regime considerably (bottom row): by constraining each
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Figure 13. Robustness of binding site detection to expression noise. Synthetic simple-repression libraries were generated
with low, medium, and high levels of lognormal noise added to the RNA/DNA ratio. Left panels: captured mutual information
I(T;µ) as a function of word length n for free (top) and biologically inspired (bottom) filter parameterisations; shaded bands
indicate the null floor estimated from permuted expression labels. Right panels: learned two-component filters (n = 2) at each
noise level, sign-calibrated so that activating elements (RNAP binding sites) appear positive (red) and repressing elements appear
negative (blue); grey boxes mark the true binding site locations. The biologically inspired parameterisation maintains sharper,
better-localised filters and higher mutual information at elevated noise, extending the regime in which individual binding sites
can be resolved.

filter to a physically plausible width and position, the number of free parameters is drastically reduced, allowing the
optimisation to distinguish genuine binding-site signals from noise even when unconstrained filters fail. This highlights
the importance of incorporating domain-specific priors to regularize the optimization landscape and enhance robustness
against experimental noise, a critical consideration for real-world applications of the blueprint method.
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Figure 14. The capture mutual information I(T ;µ) as a function of the number of mutants N in a simulated simple-repression
library, at three word lengths. At n = 2 (the correct plateau) and n = 10 (just past saturation), I(T ;µ) is essentially
independent of N down to N ∼ 500. At n = 100 (heavily over-parameterised), the InfoNCE bound is positively biased at small
N and decreases monotonically as the library grows.

A complementary practical concern is the size of the MPRA library itself. To probe this, we drew nested random
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subsets of size N from a large synthetic simple-repression dataset and re-ran the word-length scan at each N . As shown
in Figure 14, while the correct plateau (n = 2), I(T ;µ) is essentially present even for very small MPRA libraries down
to a few hundred mutants, finite-sample artefacts become significant in the largely over-parameterised regime when
the number of hyperletters become on the order of the length of the promoter sequence itself (n = 100 ≫ n∗). The
InfoNCE bound is positively biased at small N and decays monotonically as N grows. Library size therefore matters
most when n is pushed far above the true number of binding sites.

b. Overlapping binding sites

Figure 15. Delineating overlapping binding sites. A synthetic promoter with RNAP and repressor binding sites that
overlap. At n = 1, the compression bottleneck is too tight, forcing RNAP (blue) and Repressor (red) into a single conflated
filter. Increasing to n = 2 allows resolving them into two distinct components (Λ1,Λ2).

A common variant of simple repression is when the repressor binding site overlaps with RNAP, since a primary
mechanism of repression is steric occlusion. This poses a significant challenge for information footprints [50]: when the
overlap exceeds roughly half of the binding site length, the opposing signals from RNAP and repressor cancel, making
it difficult to identify either site. The blueprint overcomes this because the two-component compression (n = 2)
can assign RNAP and repressor to distinct filters even when their binding sites share common positions. Figure 15
illustrates this for a synthetic promoter with overlapping RNAP and repressor sites.

Figure 16 presents six additional examples where the repressor binding site overlaps with the RNAP binding site to
varying widths (from 2 to 11 bp), demonstrating that the blueprint manages to resolve the binding sites across a range
of overlap geometries.

4. Double repression, logic gates, and DNA looping

We now consider how the possible interactions between multiple TFs, such as cooperative binding, logic-gate archi-
tecture, and DNA looping, can be captured by the optimal compression scheme.

a. Logic gates determining cooperation between transcription factors

Consider a double repression architecture, where two repressors R1 and R2 regulate the same promoter. The
regulatory logic—i.e. whether both repressors must bind to silence the gene (AND logic) or either one suffices (OR
logic)—leaves a distinct structural signature in the blueprint filters. Figure 17 shows the OR-logic case, where the two
repressors act independently. When n = 1, both repressor sites are conflated into a single filter; stepping to n = 2
cleanly separates them into distinct filters, each localising on its respective binding site.

This is a direct consequence of the cooperative logic. Under AND logic, repression requires both repressors to bind;
disrupting either site alone is sufficient to relieve repression. A single linear filter T0 = r1 + r2 (where ri = 1 when
site i is disrupted) therefore distinguishes all functionally distinct expression states. In contrast, under OR logic, either
repressor alone suffices for repression, and expression is high only when both sites are disrupted—a condition that a
single linear filter cannot express. The blueprint responds by assigning each repressor its own filter, yielding a two-bit
representation. Figure 18 contrasts the two cases, including the truth tables that justify the minimal number of filters
required.
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Figure 16. Systematic survey of overlapping RNAP and repressor binding sites using synthetic data. Six promoter
architectures with progressively increasing overlap (2–11 bp) between the RNAP and repressor binding sites. In each panel, the
two-component blueprint (n = 2) resolves the overlapping regulatory elements into distinct filters, even when the sites share a
substantial fraction of their positions.

Figure 17. Informational blueprint filters for the double repression architecture for various number of hyperlet-
ters. The three binding sites for RNAP and the two repressors are captured in separate filters when the number of hyperletters
is at least three. When the number of hyperletters is increased way above the number of binding sites, here shown for n = 160,
the filters start to resolve the individual base pairs which can help capturing microscopic correlations with the further decimal
points of expression.

An alternative way to distinguish cooperative from independent regulation is to look at the information footprint
signal at each site as a function of TF copy number [50]. Under AND logic, the signal at both sites vanishes simulta-
neously when one repressor is absent, whereas under OR logic each site retains its signal independently. The blueprint
filters capture the distinction between cooperative and independent regulation structurally, without requiring titration
experiments at multiple copy numbers.
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Figure 18. Reading off regulatory logic from filter structure in synthetic data. Two repressors R1 and R2 can combine
via different logic gates. Because filters couple to mutations, we define ri: the variable ri = 1 when repressor i cannot bind. Top
(AND logic): Repression requires both repressors; expression is high if either site is disrupted (r1 OR r2). A single filter computes
T0 = r1 + r2, which distinguishes all functionally distinct states (truth table, right). The filter couples to both repressor sites
with the same sign. Bottom (OR logic): Either repressor alone suffices; expression is high only if both sites are disrupted (r1 AND

r2). Since a single linear filter cannot compute AND, we need two filters, each coupling to a distinct repressor site. The two-bit
representation separates all functionally distinct configurations.
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Figure 19. Filter structure for DNA looping. The three-component optimal compression map for a regulatory architecture
where a LacI tetramer binds two distant operator sites, forcing the DNA to form a loop. A single filter (Λ2) couples to both
operator sites simultaneously, reflecting their cooperative function as one non-local regulatory unit. The third filter (Λ3) is
essentially empty, confirming that the system contains only two functional regulatory elements despite two spatially separated
repressor binding sites.

b. DNA looping

The double repression architecture also provides the setting for DNA looping, a fundamentally non-local regulatory
mechanism. In the lac operon of E. coli, a LacI tetramer simultaneously occupies two spatially separated operator
sites (O1 and O3, or O1 and O2), forcing the intervening DNA to bend into a loop. This looped configuration sterically
occludes RNAP, providing an additional repressive state beyond simple single-operator binding.

In the thermodynamic model, the looped state contributes a Boltzmann weight that depends on (i) the binding
energies at both operator sites and (ii) the free energy cost of bending the DNA into a loop, ∆Floop. Crucially, the two
operators do not function independently: disrupting either operator site abolishes looping entirely, so a mutation at
one site affects the regulatory contribution of the distant site. This strong mechanical cooperativity means that, from
the standpoint of mutual information, both operators behave as a single non-local regulatory unit.

Figure 19 shows the three-component compression map for a synthetic looping architecture. Despite using n = 3
filters, the optimisation does not separate the two operator sites into distinct components. Instead, a single filter (Λ2)
couples to both distant operators simultaneously, while Λ1 captures RNAP. The third filter remains essentially empty,
confirming that only two functional regulatory elements are present—RNAP and the cooperative repressor dimer—even
though the repressor occupies two spatially separated stretches of DNA. This contrasts sharply with the independent
double repression case (Fig. 17), where each repressor site is assigned its own filter. The number of non-trivial filters
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thus distinguishes cooperative from independent multi-site regulation.
The filter merging observed in Figure 19 can be understood quantitatively by applying the decomposition of Sec-

tion VA1 to the looping partition function. With RNAP and a LacI tetramer that can occupy two operator sites O1

and O2, the relevant promoter states are: empty, RNAP bound, repressor at O1 alone, repressor at O2 alone, and the
looped state where the repressor simultaneously occupies both operators. The partition function reads

Z = 1 +
p

NNS
e−βEP +

r

NNS
e−βER1 +

r

NNS
e−βER2 +

r2

N2
NS

e−β(ER1
+ER2

+∆Floop), (B3)

where ER1 and ER2 are the binding energies at the two operator sites and ∆Floop < 0 is the free energy gain from
loop formation. Expression is proportional to the RNAP occupancy, µ ∝ pon = (p/NNS) e

−βEP /Z.
Since each binding energy Ea (a ∈ {P,R1, R2}) depends only on mutations within its own site, Eq. (10) gives

Ci = χP δĒ
(P )
i 1i∈P + χR1 δĒ

(R1)
i 1i∈O1 + χR2 δĒ

(R2)
i 1i∈O2 , (B4)

where χa = ⟨∂µ/∂Ea⟩eff are thermodynamic susceptibilities and δĒ
(a)
i is the mutation-averaged energy shift (Eq. B1).

The structure of these susceptibilities depends critically on ∆Floop.
When the looping energy is negligible (∆Floop → 0), the looped state is suppressed and the two operators act as

independent repressors. In this limit χR1
and χR2

are determined by distinct terms in the partition function and are
only weakly correlated across the mutant ensemble. The covariance vector Ci then has two independent components
supported on O1 and O2, and the IB optimisation assigns each operator its own filter—precisely the independent
double-repression scenario of Figure 17.

When looping is strongly favourable (|∆Floop| ≫ kBT ), the looped Boltzmann weight in Eq. (B3) dominates the
repressive states. Since this weight depends on ER1 + ER2 , the susceptibilities become locked:

χR1 ≈ χR2 ≈ −
〈 ∂pon
∂(ER1

+ ER2
)

〉
eff
. (B5)

Equation (B4) then collapses to two independent directions: one along the RNAP site and one along δĒ
(R1)
i 1i∈O1

+

δĒ
(R2)
i 1i∈O2

, spanning both operators simultaneously. Since Λi ∝ Ci (Section VA1), the optimal filter aligns with
this merged direction, explaining why Λ2 in Figure 19 couples to both distant operator sites as a single non-local
regulatory unit.

The degree of locking between χR1
and χR2

therefore provides a continuous interpolation between independent
multi-site repression (separate filters) and cooperative looping (merged filter), controlled by a single physical parameter
∆Floop.

Appendix C: Proof of the variational representation of mutual information

Let us prove the Donsker-Varadhan formula in Eq. 14. We will first prove that the expression in the supremum is
strictly a lower bound of mutual information, and then show that the supremum is attained by a suitable choice of
f(a, b) and the value of the supremum is equal to the mutual information.

Lemma 1 (Lower bound of mutual information). For any function f(a, b) ∈ R, the following inequality holds

I(A : B) ≥ EP (a,b) [f(a, b)]− logEP (a)P (b)

[
ef(a,b)

]
. (C1)

Proof. We need to show that

0 ≤I(A : B)− EP (a,b) [f(a, b)] + logEP (a)P (b)

[
ef(a,b)

]
= EP (a,b)

[
log

P (a, b)

P (a)P (b)
− f(a, b)

]
+ logEP (a)P (b)

[
ef(a,b)

]
= EP (a,b)

[
log

P (a, b)

P (a)P (b)ef(a,b)

]
+ logEP (a)P (b)

[
ef(a,b)

]
= EP (a,b)

[
log

P (a, b)

P (a)P (b)ef(a,b)
+ logEP (a)P (b)

[
ef(a,b)

]]
= EP (a,b)

[
log

P (a, b)EP (a)P (b)

[
ef(a,b)

]
P (a)P (b)ef(a,b)

]
. (C2)



36

Let us now define a new probability distribution:

Q(a, b) :=
P (a)P (b)ef(a,b)

EP (a)P (b)

[
ef(a,b)

] . (C3)

After substituting this expression in C2, what is left is to prove that

0 ≤ EP (a,b)

[
log

P (a, b)

Q(a, b)

]
. (C4)

We can show this using Jensen’s inequality:

φ
(
EP (x)[f(x)]

)
≥ EP (x) [φ(f(x)), ] (C5)

which holds for any f(x) and any concave function φ. Because log is a strictly concave function, we have

EP (a,b)

[
log

P (a, b)

Q(a, b)

]
=− EP (a,b)

[
log

Q(a, b)

P (a, b)

]
≥− logEP (a,b)

[
Q(a, b)

P (a, b)

]
= log 1 = 0.

Lemma 2 (Existence of supremum in DV representation). There exists a function f∗(a, b) ∈ R, such that

I(A : B) = EP (a,b) [f
∗(a, b)]− logEP (a)P (b)

[
ef

∗(a,b)
]
. (C6)

Proof. Let us choose f∗(a, b) = log P (a,b)
P (a)P (b) . Then we have

EP (a,b) [f
∗(a, b)]− logEP (a)P (b)

[
ef

∗(a,b)
]
= EP (a,b)

[
log

P (a, b)

P (a)P (b)

]
− logEP (a)P (b)

[
elog

P (a,b)
P (a)P (b)

]
= I(A : B)− logEP (a)P (b)

[
P (a, b)

P (a)P (b)

]
= I(A : B)−

∑
a∈A

∑
b∈B

P (a)P (b)
P (a, b)

P (a)P (b)

= I(A : B)− log 1 = I(A : B),

where the last line follows from the normalisation of the joint distribution P (a, b).


	Informational blueprints reveal condition-dependent gene regulatory architectures
	Abstract
	Coarse graining sequences to binding configurations
	A regulatory alphabet: mapping sequences into hyperletters and words
	Shannon entropy for MPRA libraries
	
	Determining the number of hyperletters and resolution control
	Incorporating biological priors for enhanced accuracy and interpretability

	Advantages and Validation of Information Blueprints 
	Grouping correlated positions into binding sites
	

	Predicting Experimental Binding Sites on E. coli Promoters
	

	


