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Biological processes, from molecules diffusing to their regulatory destinations to whales pursuing food or mates, are
widely exploratory. Such behaviors are effective when some verifiable functional state or outcome can be reached
regardless of initial conditions. In these cases, systems repeatedly undergo distinct and abortive trajectories; the pro-
cess only ends when the system finds “right” outcomes. This dominance of the terminal condition (and indifference
to the initial state) provokes a very different perspective than the conventional “dynamical systems” framework that
has been a centerpiece of the quantitative sciences for centuries. We hypothesize that many of these problems defy the
initial-condition driven or gradients on landscapes so useful in problems ranging from mechanics to electrodynamics to
chemical kinetics to mass and heat transport. We examine several mathematical frameworks that capture and unify key
aspects of exploratory dynamics. One powerful way of thinking of such processes is the geometric distribution, where
repeated failures are punctuated by a successful trajectory. We develop intuitions for how random walks with resets
accelerate search processes. We highlight fresh and surprising behaviors of search under drift, cues, and checkpoints.
Last, appreciating the probability of trajectories conditioned on satisfying macroscopic final outcomes reveals a lan-
guage for the potency of variation sculpted by selection in their broadest forms. This can give the fictitious appearance
of the future making itself known in the present, but we view this as conceptually similar to the way “fictitious forces”
arise in non-inertial reference frames. These approaches stress unity, open questions, and applications across a range of
biological phenomena.

I. INTRODUCTION

It is our very sad privilege to participate in this special is-
sue dedicated to the life and work of Prof. Rudi Podgornik.
Two of us (RP and JK) got our start in the fascinating world of
biology by thinking about the packing of DNA in viruses and
that led us to a wonderful encounter with Rudi Podgornik and
Adrian Parsegian100,101,123,143. We learned many things about
the mechanics of DNA from Rudi. He was particularly proud
of the fact that one of the earliest measurements of the DNA
persistence length was done by a Slovenian scientist97, an-
nounced in a paper in Nature several months before the paper
of Watson and Crick. One of the striking features of Rudi’s
work was its mathematical elegance and approachability. In
this paper, we attempt to strike a similar tone in the context
of a broad class of biological processes that can be thought
of as examples of the widespread phenomena of exploratory
dynamics. Indeed, we go further in the sense that we have
actively imitated one of Rudi’s outstanding papers, his article
entitled “On virus growth and form”143.

�These authors contributed equally to this work.

In the nearly 350 years since the 1687 publication of New-
ton’s Principia, we have had an incredibly powerful and beau-
tiful description of the temporal evolution of systems of all
kinds5,16,64,87,94,124. In most of these cases, if dissected care-
fully, we see a common paradigm described by the update rule

stuff(t +∆t) = stuff(t)+ f (stuff, t)∆t. (1)

To find the value of “stuff” now, we take its value a short time
ago and add to it some “update” that is computed using laws
such as F = ma or the law of mass action, for example. Dif-
ferential equations like these describe planetary motion, the
flow of heat, the conversion of atoms and molecules into dif-
ferent kinds of molecules, the time evolution of the electro-
magnetic field according to Maxwell’s equations, the changes
in the sizes of populations and much, much more. And yet,
we argue that there are huge swathes of biological phenom-
ena that are not described in this way.

In their provocative 1997 book Cells, Embryos and Evo-
lution, Gerhart and Kirschner provided an unusual vista on
some of the unique processes of living organisms. Rather than
an impressive compendium of the many great achievements
of modern biology, each of their chapters expounds tentative
principles that help explain the facts of the living world. One
of those chapters introduces the notion of “the exploratory be-
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havior of biological systems,” which paints a completely dif-
ferent picture of biological dynamics in which the trajectories
of the system are a repeated series of trials which end upon
achieving some target function. Following on the discovery of
the dynamic instability of microtubules and its role in chromo-
some search and capture, they provided a plethora of examples
from across scales of biological exploratory behavior, whether
the foraging of animals to �nd food6, the development of the
cells of the immune system128, the active dynamics of micro-
tubules as they search for chromosomes as a prerequisite to
cell division78, the plasticity of nervous connections67 or the
development of vasculature32. However, their exposition was
verbal, not mathematical. Our goal in this paper dedicated to
Rudi Podgornik is to examine to what extent the qualitative
statement of the exploratory behavior of biological systems
can be restated mathematically.

One of the most powerful facets of formulating our think-
ing in mathematical terms is that it reveals that phenomena
or processes that were outwardly not the same, can fruitfully
be viewed as the same thing. For example, the use of statis-
tical mechanical models to treat allosteric molecules reveals
the unity of ligand-gated ion channels, membrane receptors,
transcription factors, hemoglobin and beyond73,98. The aim
of the present paper is to examine several different mathemat-
ical frameworks that describe a myriad of exploratory pro-
cesses. What unites these cases is a common architecture
shown schematically in Figure 1: some mechanism generates
variation, that variation samples a space of possibilities, and
only a small subset of outcomes is selectively stabilized. A
central idea running through these ostensibly distinct thrusts
is the distinction between micromanagement and veri�cation.
One way to build a system is to specify every step in advance
(i.e. micromanagement) so that the desired outcome is guar-
anteed by construction. Biology often uses a different strat-
egy: generate many possible trajectories, let them explore, and
stabilize the rare successful outcome when it appears.

Another more general question raised but not answered by
our paper is the extent to which the analysis of these fascinat-
ingly diverse biological processes might teach us much deeper
lessons and principles about the physical description of the
natural world. We �nd it a strange irony that in his famous
book Chance and Necessity82, Jacques Monod came down
strongly against the idea that living systems would teach us
any new physical principles, noting:

“Biology occupies, among the sciences, a place that is at
once marginal and central. Marginal in that the living world
constitutes only an in�nitesimal and very special part of the
known universe, so that the study of living beings does not
seem likely ever to reveal general laws applicable outside the
biosphere. But if the ultimate ambition of all science is, as
I believe, to elucidate the relation of man to the universe,
then one must recognize that biology occupies a central place,
since it is, of all the disciplines, the one that attempts to go
most directly to the heart of the problems that must be re-
solved before one can even pose the question of human nature
in terms other than metaphysical.”

Given Monod's own enormous contributions to biology we
�nd his position ironic. The lac operon is arguably one of the

most apparently speci�c, contingent, bacteria-in-a-test-tube-
with-lactose thing you could imagine. And what did it reveal?
The logic of regulatory circuits, the distinction between struc-
tural and regulatory genes, the concept of the operon as a unit
of coordinated expression, the molecular basis of induction
and repression47,80,81,84. So moved was Monod by his work
on these topics that he named it the “second secret of life”126.

Physics is full of such examples where the highly speci�c
illuminates the very general. The speci�c heat of solids at low
temperatures occupies a tiny slice of physical phenomena, yet
Einstein and Debye's treatment of it revealed deep insights
into the quantum theory of matter91,114. The photoelectric ef-
fect is a specialized laboratory observation about light imping-
ing on surfaces that unlocked an entirely new picture of the
nature of light and matter91,112. Spectral lines from hydrogen
helped establish the entire architecture of quantum mechan-
ics and with it the periodic table and all of chemistry111. In
fact one could argue that life seems more likely to reveal deep
principles precisely because it is so apparently improbable and
so structured. A system that maintains itself far from equilib-
rium, replicates with variation, and evolves is not a sign that it
is parochial. Rather, we hypothesize that it is a sign that there
is more physical insight to be gained. And it is our hope that
some item from the long list of exploratory processes high-
lighted above might give rise to deeper insights.

We are also amused and inspired by a second unexpected
connection to another biological luminary, the eminent de-
velopmental biologist Conrad Waddington. Towards the very
end of his life, he wrote a book entitled, “OR in World War
2 — Operational Research Against the U Boat,” in which he
articulates the science underlying what we might call search
with a purpose131. Waddington notes that, “There are many
more places in which a similar approach would be valuable.
It is one of the main purposes of this book, by expounding
what operational research did in one particular �eld, to sug-
gest what kinds of things it might be called upon to do in oth-
ers.” Waddington's perspective argues that this �eld facilitates
“the general method of science employed to study any prob-
lem which may be of importance to an executive.” Our view is
that biological exploratory dynamics calls for “executive ac-
tion” in the sense of achieving some function such as the high
�delity copying of genetic information or the attachment of
microtubules to chromosomes.

Despite biology's many impressive “executive actions,”
natural history reminds us that biology need not be “optimal.”
This is true due to our poor human guesses about what actu-
ally matters to organisms over evolutionary time, or because
inherited accidents also rule over living systems. Nonetheless,
understanding how the success and timing of searches vary
with natural parameters, including with respect to possible op-
tima in minimal models, is revealing even without assuming
that biological systems operate exactly at such optima. Char-
acterizing the space of possible dynamics in simple models
can identify when a particular strategy is bene�cial, quantify
the largest improvements that it can provide, and crystallize
tradeoffs that could apply to a wide array of systems.

The remainder of the paper traces several different math-
ematical perspectives offered in Figure 2 with correspond-
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FIG. 1: The variation and selection of exploratory dynamics. A cell or an organism needs to perform some function such as
chromosome segregation. To that end, it generates a collection of possible microscopic trajectories (variation) and when some
function such as attachment to the kinetochore is achieved, that trajectory is stabilized (selection).

ing biological case studies illustrated in Figure 3 and is or-
ganized as follows. In section II, we set up one of the sim-
plest and most revealing of mathematical structures for study-
ing exploratory processes, namely, the geometric distribution.
In this section, we will see that this distribution provides a
broad umbrella for thinking about exploratory processes. Sec-
tion A, “Quixotic exploration through random walks,” of the
Supplemental Material reviews how the simplest exploratory
motions, bare random walks, suffer from fundamental math-
ematical limitations in their speeds or probability of success.
This basis motivates why biology amends random walks with
surprising strategies such as resets to the start, ballistic drift,
and chemical cues; these dynamical strategies are explored
in section III. Within this framework, we also examine how
a spatially localized chemical cue can guide the search, and
identify a combination of cue strength and spatial extent that
determines when resetting remains bene�cial. Section IV
studies how exploratory random walks change under resets
to intermediate checkpoints rather than to the origin, and sec-
tion V investigates parallel searches accomplished by multi-
ple searchers. Such parallel exploration is common in biol-
ogy; for example, multiple microtubules act in parallel during
chromosome capture and segregation. More generally, com-
pletion may depend on the �rst, several, or all successful ar-
rivals. Finally, in section VI, we consider the language of con-
ditional probability as an insightful and unifying approach to
a wide variety of search problems. These various approaches
are summarized in Table I which will serve as a road map and
reference point for the remainder of the paper.

II. EXPLORATION THROUGH REPEATED FAILURE

We begin by building the mathematical language of the sta-
tistical mechanics of exploratory trajectories by considering
trajectories built up of “wrong” and “right” moves. This struc-
ture appears in many guises58. In one biological system, an
attempt may be a microtubule growth episode that either �nds
a kinetochore or collapses38,41,43,78,79,138. In another, it may
be an excursion of a transcription factor away from DNA fol-
lowed by rebinding40,44,130,136,137. The microscopic meaning
of an attempt differs from system to system, but the statistical
structure is the same. A series of wrong moves followed by a
�nal right move.

Suppose that each attempt succeeds with probability ps and
fails with probability pf = 1 � p s ( f for failure and s for suc-
cess). If success occurs after i failed attempts, then the proba-
bility of that trajectory is

pi = p f pf � � � p f| {z }
i factors

ps = p i
f ps: (2)

Equivalently, we can write this more informatively as

pi = (1 � p s) i ps; (3)

which is the geometric distribution10. This is the �rst founda-
tional model for exploratory dynamics. It says that the central
quantity is the probability of success per attempt. This fun-
damental equation has a structure that we will use over and
over in thinking about the statistical mechanics of exploratory
trajectories since it highlights the importance of the �nal state.

In particular, we ask how long does it take on average for
the exploratory dynamics to terminate due to success in �nd-
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FIG. 2: The statistical physics of exploratory trajectories. (A) Repeated attempts for microtubules to reach chromosomes are
described by the geometric distribution. ps is the probability of success on a given trial. This distribution applies much more
broadly than to just the problem of chromosome search and capture. (B) The random walk with reset is a type of exploratory
dynamics in which the seeker returns back to the origin after a certain number of steps known as the reset time. (C) Exploratory
behavior can be codi�ed by checkpoints in which the seeker no longer has to reset to the origin, but rather can reset only to
some intermediate point. (D) Exploration through conditioning considers only the subset of trajectories that reach the target.

FIG. 3: Gallery of biological examples illustrating the ways in which the different mathematical strategies are instructive. (A)
Chromosome search and capture can be examined using the geometric distribution43,58,138. (B) Random walks with resets are a
convenient mathematical formalism for thinking about gradient formation in structures such as cilia and �agella. (C) The
search of transcription factors for their target sites on DNA can be considered as a problem in conditional probability40.

ing its target? The answer to that question is obtained by av-
eraging over the time spent in all the possible trajectories and
given by

hti =
¥

å
i=0

�
i tstep

| {z }
failures

+ t step
|{z}

success

)pi ; (4)

where we have introduced the quantity tstepas the duration of
each instance where the system makes an unsuccessful excur-
sion (e.g. a microtubule polymerizes without �nding the chro-
mosome). The second term in the sum immediately yields tstep
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framework key equation resulting behavior exploratory dynamics story
geometric distribution P(k steps needed) = (1 � ps)k�1 ps T = t step=ps (eqn. 8) searcher (e.g. microtubule) explores at

each timestep tstepwith success
probability ps of reaching target (e.g.
chromosome).

random walk with
Poissonian reset (with or
without drift)

0 = 1+D d2T
dx2 +v dT

dx � rT (x)+ rT (0)
(eqns. 43, 82)

T = TR

�
exp

h
xT

l (D;v;T R)

i
� 1

�

(eqns. 55, 93)
searchers diffusively search for target at
xT with diffusion coef�cient D and drift
v, resetting to origin on average every
TR steps. An emergent length scale l
governs mean time to success T .

random walk with
Poissonian reset and
spatially dependent drift
due to cues

0 = 1+D d2T
dx2 +v(x) dT

dx � rT (x)+ rT (0)
(eqn. 108)

organized by Pe� vxT
D

(see e.g. eqns. 116 and 118)
biochemical cues induce
spatially-varying drift �eld; prudence of
reset and cue admit surprising regime
transitions in Péclet number (see
especially Fig. 22)

random walk with
intermediate checkpoints

n independent subtrajectories:

T =
n

å
k=0

Tk

(eqn. 133)

T = n+1
r

�
exT =(n+1)l D � 1

�

(see eqn. 134)
n checkpoints preserve progress
between a searcher's starting location
and a target at xT , subject to a diffusive

search length scale lD =
q

D
r .

�rst success among
multiple independent
searchers

Stot(t) = S(t) N Tmin �
x2

T
4DlnN

for N � 1 (eqn. 155) N independent searchers, each with
survival probability S(t) of not yet
�nding the target by time t, collectively
explore more ef�ciently, but only
logarithmically, with the search time
scaling as 1=lnN.

M successes among
multiple independent
searchers

SM:N(t) =
M�1

å
`=0

�
N
`

�
[1 �S(t)] `S(t)N�`

(eqn. 158)

TM:N �
x2

T
4Dln(N=M)

for �xed M � N;

TN:N µ lnN for M = N and N � 1
(eqns. 162, 167)

N independent searchers explore in
parallel; successful completion can
require M = one, several, or all
searchers to reach the target.

conditioning search
trajectories on �nal and
initial states:
Schrödinger bridges on
graphs

p̂(`;t) �
p(` at tj(i at t = 0; j at t = T)) =
(exp[tL])`i (exp[(T �t)L]) j`

(exp[TL]) ji

new marginal
distributionsp̂(t) and
new, effective dynamics
dp̂
dt = L̂(t) p̂(t)

given transitions between states of a
system at rates stored in a graph
Laplacian matrix L, conditioning
trajectories to start at state i and end in
state j at time T induces effective
dynamics over states at intermediate
times, described by a new
time-dependent̂L(t)

TABLE I: Mathematical frameworks for exploratory dynamics.

since the distribution is normalized leaving us with

hti =
¥

å
i=0

i tsteppi +t step: (5)

Next, we need to evaluate

hti = t step

¥

å
i=0

i pi +t step= t stepps

¥

å
i=0

i(1 � p s) i +t step; (6)

which we recognize as having a term of the form

¥

å
i=0

ixi = x
d
dx

¥

å
i=1

xi = x
d
dx

1
1 � x

=
x

(1 � x) 2 =
1 � p s

ps
; (7)

where we have used the de�nition x = 1 � ps. If we now in-
voke this result in the context of eqn. 6, we �nd the very intu-
itive result that

hti = t step

�
1+

1 � p s

ps

�
=

tstep

ps
: (8)

The intuition for this result is best served by concretely imag-
ining that ps = 1=M which means that 1 out of every M trials

is successful. This implies in turn that hti = Mtstep, stating
that on average we need to carry out M trials for the explo-
ration to be a success when the probability of success on a
given trajectory is ps = 1=M.

This example showcases the structure of a �rst model for
many problems in exploratory dynamics that both we and oth-
ers have described elsewhere43,58,138We will often character-
ize the exploratory process as a statistical mechanics of trajec-
tories, with all such trajectories sharing the feature that they
involve repeated “failures” until they succeed on the �nal tra-
jectory. Interestingly, for the examples considered through-
out the paper, we will see many different realizations of the
space of trajectories, but as noted above, they are often of
the form pi = p f pf � � � p f| {z }

i

ps, and perhaps surprisingly, even

when our mathematical analysis does not start with the geo-
metric distribution, it will often end there. In an earlier paper,
we showed a number of results in exploratory dynamics that
can be described precisely in terms of the geometric distribu-
tion43,58,138. As a result, we turn to the next class of mathe-
matical approaches shown in Figure 2, random walks—and,
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a realization of them particularly practical in biology, namely
random walks with resets.

III. EXPLORATION THROUGH RANDOM WALKS WITH
RESET

FIG. 4: The random seeker with reset. Schematic of the steps
available to the random seeker during a time step. During
each discrete time step Dt, the walker can step to the right or
left with probability kDt or reset to the origin with probability
rDt.

A second foundational model is the random walk with
reset13,14,27,28,110, as shown in Figure 4. In this model, a
“seeker” begins at the origin, x = 0, and searches for a target
at position xT . The seeker walks randomly (e.g. diffuses), but
at a given rate r it is returned to the origin and begins again.
As shown by Figure 5, the seeker suffers either deterministic
resets at a �xed time TR = 1=r, or else resets occur stochasti-
cally at an average rate r. Figure 6 gives further examples of
trajectories under deterministic resets at varying rates to visu-
alize the arrivals to a target at an example location of xT = 5.
This is a deliberately stripped-down model of repeated explo-
ration. It is inspired by systems such as microtubule search for
kinetochores in the process of spindle assembly. There, failed
growth episodes are erased by catastrophes, and new attempts
begin from a preferred location43,78,138. Why should such re-
sets or structural decorations on random walks be deployed by
biological systems? In Sec. A of the Supplemental Material,
we examine the properties of random walks without resets
with an eye to why they might not suf�ce for some biologi-
cal exploratory processes on generic mathematical grounds.

A. Simulating the Simple Random Walk With Reset

How do resets change the average time a seeker needs to
reach a target? Direct numerical simulations give an immedi-
ate feel for this question. Figure 7 averages the required length
of many simulated trajectories (such as those highlighted in
Fig. 6) to arrive at a target located at xT = 5 for the �rst time,
as a function of the reset time TR, in d = 1 dimension. Intrigu-
ingly, as the graph in Figure 7 makes clear, these resets can
intensify the exploration process: prudently choosing a reset
rate can minimize the average time to a target. This accelera-
tion of typical searches is initially surprising, given that resets
in fact abort many trajectories on the precipice of success. The
graph in Figure 7 showing how success time varies with reset

rate has rich qualitative and numerical structure, and now our
goal is to understand the different parts of the graph.

Before proceeding with a quantitative analysis, it is useful
to ask why the curve in Figure 7 should exhibit a minimum
at all. If the reset time TR is too short, the searcher is repeat-
edly returned to the origin before it has a reasonable chance
of reaching the target, and successful trajectories become rare.
(If the time between resets TR is shorter than the target loca-
tion (when both are measured as a number of steps), as in the
red shaded region in Fig. 7, then the target is never reached.)
On the other hand, if TR is very large, resets occur infre-
quently and the search approaches unconstrained diffusion.
In that regime, the searcher can spend a long time on unpro-
ductive excursions far from the target, leading again to large
search times; this is the original quixotic character discussed
in Sec. A of the Supplemental Material. These two competing
effects suggest that an optimal �nite reset time should exist.

We can also anticipate the scale of this optimum using a
simple diffusive argument. In a time t, a walker diffusing with
diffusion coef�cient D typically explores a distance of orderp

Dt. Reaching a target located a distance xT from the origin
therefore requires a characteristic time of order

Tdiff s
x2

T

D
s

1
k

x2
T

a2 ; (9)

where k is the stepping rate and a is the lattice spacing (as
schematized in Fig. 4), and D = ka2 is the emergent diffusion
coef�cient. Resetting on a timescale much shorter than Tdiff
prevents the searcher from reaching the target, while resetting
on a much longer timescale allows rare but costly excursions
to dominate the search. Consequently, we expect the optimal
reset time to be of the same order as the diffusive �rst-passage
time,

T �
R �

x2
T

D
; (10)

a prediction that will emerge naturally from the calculations
that follow. (This is also the only timescale de�neable by the
physical parameters entering the problem, anticipating the op-
timal time will vary with this quantity.)

First, to appreciate the curve to the left of the optimal re-
set rate in Figure 7, can we understand the search time for the
special case in which the reset time is equal to the distance
of the target from the origin? Note that here we use dimen-
sionless units of “steps” for both distance and time. For the
case study considered here, the target is at xT = 5, thus any
reset time shorter than TR = 5 can never �nd the target. If we
allow 5 steps before reset, there is only one successful trajec-
tory which is RRRRR with probability 1=32. The seeker must
make 5 successive steps to the right, each with probability 1/2.
This means that out of the 25 = 32 possible trajectories, 31 of
them do not reach target and they are characterized by prob-
ability 31=32. Hence, if we want to sum over all the possible
trajectories to �nd the average time to reach the target, we can
write

h# stepsi =
¥

å
n=1

5n
�

31
32

� n�1 1
32

; (11)
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FIG. 5: Random walks with resets. (A) Top: Deterministic resets in which after a �xed number of steps TR, the walker resets to
the origin. Bottom: This corresponds to resets performed with a periodic clock. (B) Random resets, where resets to the origin
occur at a stochastic rate r = 1=TR, making the time between resets match TR only on average. Bottom: This protocol
corresponds to a Poissonian clock instead of a perfectly periodic clock.

where n�1 is once again the number of “failures” before suc-
cess. The factor of 5n measures the fact that for each of the
n � 1 failed attempts, they were of length 5 before the reset
and then the �nal trajectory is itself of length 5 since that one
is of the form RRRRR. Using the geometric distribution as
highlighted in Table I and described in detail in section II, we
�nd that the average number of steps until hitting the target
is 160, precisely what we see for the point on the vertical red
line in Figure 7.

Let us now solve this problem for the more general case in
which xT = n and we reset after n steps. We assume that each
step is either +1 or �1 with probability 1=2. In this special
case there is a very simple observation. Since the walker has
only n steps available before reset, the largest position it can
possibly attain is x = n. That can happen only if every one
of the n steps is a step to the right. Thus there is exactly one
successful trajectory in each attempt,

(+1;+1; : : : ;+1); (12)

and therefore the probability of success in a single attempt is

ps =
�

1
2

� n

: (13)

The probability of failure in a single attempt is hence

1 � p s = 1 �
�

1
2

� n

: (14)

Now let i be the number of the attempt on which success
�rst occurs. Then the probability that the �rst i � 1 attempts

fail and the ith attempt succeeds is

p(i) =
�
1 �

�
1
2

� n� i�1 �
1
2

� n

; i = 1;2;3; : : : (15)

This is once again a geometric distribution, speci�cally an ap-
plication of eqn. 3, revealing that our work in the previous
section sheds light on the problem of random seeker with re-
sets as well. Since each attempt lasts exactly i steps, the total
number of steps taken before success on the nth attempt is

N = in: (16)

Hence, the mean number of steps is given by,

hNi =
¥

å
i=1

in
�
1 �

�
1
2

� n� i�1 �
1
2

� n

; (17)

which is an application of eqn. 4. Using the standard identity
for the mean of the geometric distribution, this becomes

hNi = n
1

(1=2)n
= n2n: (18)

It is worth checking that this reproduces the case n = 5. In
that case we �nd

hNi = 5 �25 = 160; (19)

as already determined above, via eqn. 5, and shown by the
point circled in black in Figure 7.

Now that we have explained the numerical value of the time
to �nd the target for the special case in which the reset time
is equal to the distance of the target from the origin, we look
to the opposite limit of the graph where the time to �nd the
target is an increasing function of the reset time.
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FIG. 6: Time to reach a target in the presence of reset. Every
TR steps, each walker deterministically returns to the origin,
no matter its present proximity to the target. The resets are
indicated by vertical black arrows. The three examples show
representative trajectories reaching the target at position
xT = 5, under deterministic reset times of (A) TR = 100, (B)
TR = 300, and (C) TR = 1000 steps. The times at which each
stochastic trajectory �rst reaches the target are marked by
dots.

B. Approximate Description of The Simple Random Walk
With Reset

An approximate approach to the seeker-with-reset problem
that we �nd particularly appealing is to replace the explicit re-
set dynamics by random walk in a �nite spatial domain. The
central idea is simple. In the original problem, the seeker be-
gins at the origin and repeatedly explores until reset returns
it to the starting point. Rather than tracking the complicated
history of many interrupted excursions, we ask whether there
is a simpler description that captures the same physics at the
level of scaling behavior. The approximation is to imagine
that reset limits how far the seeker can typically wander and
to replace that limitation by a re�ecting boundary. This idea
is justi�ed when the target location is small compared to the
resetting interval, xT � T R.

Hence, we keep the geometry of the original problem intact
as shown in Figure 8. The seeker begins at the origin, the

treasure remains at position x = xT , and the effect of reset is
represented by a re�ecting wall placed a distance LR to the
left of the origin. The resulting �nite-box problem plays out
on the interval

�L R � x � x T : (20)

The point x = xT is absorbing because reaching the treasure
terminates the search, while the boundary at x = �LR is re-
�ecting because the seeker is not allowed to wander indef-
initely far away from the target. A natural estimate for the
scale of this con�nement length comes from ordinary diffu-
sion. A random walker diffuses a characteristic distance of
order

p
DTR during the reset time TR, where the diffusion co-

ef�cient D � a2

2Dt relates to the hopping rate k. The simplest
guess would then take the effective distance of the re�ective
wall LR as LR =

p
DTR. This naive estimates already captures

the essential scaling. However, more sophisticated treatments
of this problem are tractable and interesting; these more pre-
cisely specify the appropriate lengthscale sampled by walks
under reset. These analyses give numerical prefactors for the
lengthscale LR that accords more closely with the dynamics
of reset as we explore in Sec. C, “Analytics of random walks
with deterministic reset,” of the Supplemental Material. Ac-
cordingly, we acknowledge such a dimensionless constant C
entering LR as,

LR = C
p

DTR: (21)

In effect, we have replaced a dif�cult dynamical problem in-
volving repeated resets by a much simpler �rst-passage prob-
lem in a �nite domain.

Armed with this picture of motion in a domain effectively
bounded by resets, how long on average will it take for a
seeker to reach the treasure at xT? To approach this ques-
tion, which inquires about the mean �rst hitting time from the
walker's position to the target position xT under diffusive mo-
tion, we use the following gambit as illustrated in Figure 9.
This strategy is well established88, mechanically simple, but
conceptually subtle. It will recur again and again through-
out our studies of complex exploratory trajectories, rewarding
some discussion now.

While we care about the time T(x) a particular walker re-
leased at a particular position x (say, the origin) will take to
reach the target, we could easily ask the same question of any
other starting position. For example, if we had started instead
one site to the left at position x � a. The key idea is that once
a walker arrives at a position, its propensity for where to step
next, and crucially, the average time it takes to later wander
anywhere else in the domain, does not depend at all on its past,
and depends only on its current position. This property (the
so-called Markov property of the walk) means there is a set of
well-de�ned numbers T(x �a);T (x);T (x+a), and so on, that
specify the average times that a walker (released at x � a, x,
x+a) will take to arrive at any target, no matter the paths they
took to arrive at those starting points. Crucially, this requires
that the time T(x) to hit a target from x must be internally
consistent with those of its neighbors, T (x � a) and T(x + a),
according to a very speci�c and natural pattern. Speci�cally,
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FIG. 7: Simulation of random walk with reset in one-dimension with a target at position xT . The graph at left shows the average
time to �nd the target, T , as a function of the number of steps until a hard reset to the origin, TR. The inset shows a zoom of the
same curve on a linear scale. Note sawtooth oscillations which re�ect parity structure in the discrete counting search problem
(not sampling artifacts); see also Sec. B, “First-passage properties of ordinary random walks,” of the Supplemental Material.
The schematic on the right illustrates the possible positions of the seeker after consecutive steps, subject to reset after TR = 7
steps. The seekers shaded in green show the endpoints of trajectories that did not �nd the target and are hence sent back to the
origin to begin their target search again.

FIG. 8: Replacing the random walker with reset by a walker in a �nite box. The width of the box in the negative x-direction is
set by the average number of steps LR that the seeker walks before being sent back to the origin through reset. A naive estimate
for the characteristic exploration length under reset is LR =

p
DTR.

as shown in Fig. 9, the average time T(x) to reach position
xT satis�es a sort of local average with those of its neighbors,
according to,

T (x) =
1
2k

+
1
2

T(x �a)+
1
2

T(x +a); (22)

where the �rst constant term1
2k � Dt represents the aver-

age time before a jump occurs to either neighboring posi-
tion, where k is the rate at which the walker steps right or
left. This recursion relation eqn. 22 quanti�es the intuition
that if neighboring positions can quickly reach a target, and a
walker hops between neighboring sites quickly, then the time
to reach the target from the present position should also be
rapid. The logic of this insightful procedure was developed
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FIG. 9: Origins of the local averaging property of a hitting time to a target. (A) The average time T(x) for a seeker to hit a
target starting from position x is consistent with the analogous times T(x �a) and T(x +a) starting from neighboring positions.
The purple shading of each site schematizes its local �rst hitting time; the self-consistency between adjacent sites means a site's
time (shading) smooths between those of its neighbors. The explicit mention of k=(k +k) is to highlight that there is a
branching ratio between two processes. In this case, those two processes have the same rate and hence the step probabilities are
the same. (B) This self-consistency is a local average.

by Kolmogorov25,57 and such recurrence relations are often
referred to as “backwards equations.” Another way to see the
emergence of such equations is via explicit averages over tra-
jectories; see Sec. D, “Average hitting times as explicit aver-
ages over trajectories,” of the Supplemental Material.

This recursion can be simpli�ed by resorting to a Taylor

expansion of the form

T(x) = Dt +
1
2

�
T (x) � aT 0(x)+

a2

2
T00(x)

�

+
1
2

�
T (x)+aT 0(x)+

a2

2
T00(x)

� (23)
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After performing the relevant cancellations we are left with

d2T
dx2 = �

1
D

(24)

where we de�ne the diffusion coef�cient D = a2=2Dt. The
general solution of the differential equation is

T(x) = �
x2

2D
+Ax +B: (25)

To determine the coef�cients A and B we need to impose the
boundary conditions. Of course, if we start at xT , we don't
have to make any steps and hence the boundary condition
there is that the time to reach the target is zero, written math-
ematically as

T(xT ) = 0: (26)

For the boundary condition at �LR, we note that reaching the
point �L R means that the seeker has only one option which is
to step back to the right. This condition is equivalent to

dT
dx

�
�
�
�
x=�L R

= 0: (27)

To understand why this re�ecting boundary condition mate-
rializes, consider the relation for the �rst hitting time at the
boundary, where only one move is possible, enforcing,

T (�L R) =
1
2k

+T(�L R+a): (28)

Taylor expanding the right-most term near x = �LR gives,

T (�L R) =
1
2k

+T(�L R) +
dT
dx

�
�
�
�
x=�L R

a (29)

Substituting 1=2k = a2=2D yields

dT
dx

�
�
�
�
x=�L R

= �
a

2D
: (30)

In the continuum limit of relatively small lattice spacing
a=LR ! 0, this gives indeed,

dT
dx

�
�
�
�
x=�L R

= 0: (31)

Imposing the re�ecting condition gives

A = �
LR

D
; (32)

and imposing the absorbing condition at the treasure gives

B =
x2

T

2D
+

LRxT

D
: (33)

As a result, the mean �rst-passage time becomes

T(x) = �
x2

2D
�

LRx
D

+
x2

T

2D
+

LRxT

D
: (34)

Since the seeker begins at the origin, the quantity of interest
is simply

T(0) =
x2

T

2D
+

LRxT

D
: (35)

This expression has a simple interpretation. The �rst term is
the ordinary diffusive contribution associated with reaching a
target at distance xT , while the second term re�ects the penalty
imposed by reset through the effective con�nement length LR.
When the reset length is large compared with the target dis-
tance, so that LR � x T , the dominant contribution becomes

T(0) �
LRxT

D
: (36)

Substituting the heuristic LR = C
p

DTR of eqn. 21 gives,

T (0) � x T C

r
TR

D
; (37)

showing that the search time grows as the square root of the
reset time as shown in Figure 7.

How does the above compare to an exact analytical expres-
sion for the mean �rst passage time of a random searcher
subject to deterministic reset? In the large reset time limit
TR ! ¥, we �nd in Sec. E.2, “Equivalence of asymptotics of
mean �rst passage times,” of the Supplemental Material that
the mean �rst passage time is given by

Texact(0) = x T
2

p
p

r
TR

D
: (38)

Comparing to eqn. 37 identi�es the prefactor C =2p
p , result-

ing in the re�ecting boundary being placed at

LR =
2

p
p

p
DTR: (39)

Interestingly, this prefactor may be physically rationalized
by understanding that the presiding length scale is not pre-
cisely the typical diffusive lengthscale

p
DTR, but rather

the expectation of the largest distance explored to the left
hmax0�t�T R x(t)i =

�
2=

p
p

� p
DTR between resets45. Indeed,

the con�ning box must be large enough to reproduce the full
spatial region visited by the walker.

In addition, the result of eqn. 34 is also illuminating in the
limit of no resets, namely LR ! ¥: the fact that T (0) grows to
in�nity in this limit is another explicit af�rmation of the fact
that the mean time to reach a target in 1D with pure diffusion is
in�nite, as presaged by Sec. A of the Supplemental Material.
The action of the reset is to introduce the �nite lengthscale LR
and makes this time �nite.

Thus a seemingly complicated problem involving repeated
interruption and restart admits a remarkably simple approxi-
mation in which reset merely con�nes the seeker to a �nite
region of exploration.
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C. Exact Description of The Simple Random Walk With
Reset

Having earned a qualitative feeling for the time for the
seeker to �nd the target as a function of reset time, we resort
to a full calculation to appreciate the structure of the whole
curve shown in Figure 7. Thus far, we have spoken of deter-
ministic resets as shown in Figure 5(A). However, as shown in
Figure 5(B), a close and mathematically tractable alternative
is to consider the case where the seeker suffers a stochastic
reset with an average rate r = 1=TR (instead of a deterministic
periodic reset).

Once again, we appeal to the idea of making a recursive cal-
culation that recognizes that the time to reach the target given
the seeker is currently at position x can be obtained by adding
the times it would take had it been at adjacent positions. In
particular, we can write

T(x) =
1

2k + r
+

k
2k + r

T(x +a)+
k

2k + r
T(x � a)

+
r

2k + r
T(0);

(40)

where the average rate of steps is by 2k + r. The �rst term on
the right, 1=(2k + r), is the length of a time step accomplish-
ing any jump; it is the analog of the 1=2k term in the earlier
more basic example of eqn. 22. The weights for each of the
remaining terms are given by branching ratios. The two terms
with factors k=(2k + r) correspond to the seeker jumping left
or right. Last, the term with factor r=(2k+r) gives the branch-
ing probability of reset to the origin. In light of this recursive
structure, we can rewrite our equation as,

T (x)(2k + r) =1+kT(x +a)+kT(x � a)

+ rT (0)
(41)

which invites us to perform Taylor expansions of T (x+a) and
T(x � a) with the result

0 = 1 � rT (x)+ rT (0)+
ka2

2
T00(x): (42)

Hence, in the absence of drift, the differential equation for the
mean �rst passage time is given by

0 = 1+DT 00(x) � rT (x)+ rT (0): (43)

We can rewrite this as

0 = DT 00(x) � r
�

T (x) �T (0) �
1
r

�
: (44)

This differential equation holds for all x < xT , and must be
supplemented with the absorbing boundary condition

T(xT ) = 0; (45)

which is the statement that the target is at x = xT as shown in
Figure 7. We now introduce a transformed function

y(x) = T(x) �T (0) �
1
r

(46)

which leads to the transformed differential equation

y00(x) �
1

l 2
D

y(x) = 0; (47)

where we de�ne lD =
p

D=r as the length scale over which
the seeker diffuses before the reset occurs. The general solu-
tion for this equation is

y(x) = Ae�x=l D +Bex=l D ; (48)

with A and B real constants. This gives us

T(x) = Ae�x=l D +Bex=l D +T(0)+
1
r

: (49)

Because of the resets, we know that even when trajectories
wander to positions x very far away, x ! �¥, the waiting time
to reach the target xT will not be in�nite. This is because
searchers will eventually reset to the start, and then go from
there. This yields the additional required boundary condition,

lim
x!�¥

T(x) = �nite: (50)

This condition requires we take A = 0. Next, we enforce
the additional boundary condition T(xT ) = 0, namely that the
time to success is zero once the searcher has already reached
the target. This condition applied to eq. 49 speci�es the value
of the remaining coef�cient B as,

B = �e �x T =l D

�
T (0)+

1
r

�
(51)

which results in the expression

T(x) =
�

T (0)+
1
r

� �
1 � e (x�x T )=l D

�
: (52)

When we start at the origin, this simpli�es to

T(0) = T(0)
�

1 � e �x T =l D
�

+
1
r

�
1 � e �x T =l D

�
; (53)

which can be simpli�ed in turn to the form

T(0) =
exT =l D

r

�
1 � e �x T =l D

�
: (54)

We can rewrite this as the extremely informative �nal ex-
pression, giving a theoretical prediction for the behavior of
stochastic reset,

T (0) =
1
r

�
exT =l D � 1

�
: (55)

How well does the stochastic model prediction of eqn. 55
compare to exact numerical simulations of the sort we set out
to understand? Fig. 10 reports in green square markers the
results of simulations with stochastic reset summarized by
their average times to hit a target, analogous to the original
deterministically-reset curve of interest in Fig. 7 (also repro-
duced for comparison as blue circles). The theoretical predic-
tion of eqn. 55 for stochastic reset is shown as a black line
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FIG. 10: Agreement of theoretical descriptions of random
walk under reset with direct numerical simulations. The
blue-edged circle markers are the same numerically
simulated behaviors visualized in Fig. 7. The green-edged
square markers show the analog of these direct simulations,
but where the resets are executed stochastically with an
average rate, instead of deterministically with the period of
the reset. The gold straight line visualizes the large reset time
asymptotic in the case of deterministic reset,
T � 2x T

p
2TR=p. The dark green and dark purple lines

visualize the theoretical expressions for stochastic resets
(eqn. 56) and deterministic resets (derived in Sec. C.3,
“Mean �rst passage time of random searcher,” of the
Supplemental Material) respectively, showing that despite the
technical difference in executions of these resets, this
description describes the quantitative features of both reset
scenarios with excellent agreement. (The red shaded region
where TR < x T delimits the physical region where resets are
too fast to allow any successful encounters of the target.)

(informed by the knowledge that D = 1=2 in units of time and
space steps in this discrete simulation, and recalling 1=r = TR).
The theoretical prediction accords with the stochastic reset
simulations, and also closely reproduces the major features
of the related deterministic reset problem in blue. We note
that the distinctions and comparative performances between
deterministic resetting and stochastic resetting support an ac-
tive arena of mathematical inquiry; for instance, investigations
show that a deterministic resetting strategy can reach targets
in smaller optimal times than stochastic resetting strategies18,
but stochastic resetting strategies can show performance ben-
e�ts for randomly-distributed targets29.

The next question we might ask in our qualitative attempt
to understand the graph is how the position of the minimum
depends upon the distance to the target. The distance to the
target (xT ) and the diffusion constant D combine to give the

only time scale in the problem x2
T=D. This implies that the

minimum time to target must scale as Tmin s x 2
T=D.

To formalize that result and estimate the prefactors, we con-
sider the average search time as a function of the reset time
TR = 1=r reformulating eqn. 55 as

T(TR) = TR

�
exT=

p
DTR � 1

�
; (56)

and seek the value of TR that minimizes it. Here, as mentioned
earlier, we approximated the original problem shaped by a de-
terministic reset time using a closely related problem steered
by stochastic resets with rate r = 1=TR. To that end, we de-
�ne a dimensionless average search time,T̃ = TD=x2

T , and
a dimensionless reset timẽTR = TRD=x2

T , which transforms
eqn. 56 into

T̃ (T̃R) = T̃R

�
e1=

p
T̃R � 1

�
: (57)

Minimization leads to the condition

e1=
p

T̃R

 

1 �
1

2
p

T̃r

!

= 1: (58)

This transcendental equation has a unique positive solution

T̃R
� � 0:394; (59)

corresponding to an optimal reset time in real units of,

T �
R � 0:394

x2
T

D
: (60)

The corresponding minimal value for the average search time
is

Tmin � 1:54
x2

T

D
: (61)

This optimal reset policy is interesting. It does not corre-
spond to perfunctory heuristics one might guess before per-
forming the calculations we just discussed. To appreciate
these real subtleties, it is revealing to return to the beginning
and ask, what would be appealing guesses for the optimal rate
of resets? Given just the speci�ed physics of the problem (the
target location xT and the statistics of raw search trajectories
without reset), one immediate guess might be to choose the
time TR between resets that matches the most common time
that trajectories otherwise ordinarily �rst hit the target. More
precisely, say we run the unrestricted search many times, as
in Fig. 11(A), and keep track of the times ti that each trajec-
tory i �rst hits the target (shown by the set of red circles �rst
hitting the red target line). This would yield a distribution of
�rst arrival times, which could be summarized by an empir-
ical histogram (shown by the grey histogram of Fig. 11(B)).
In the continuum limit of (many) long searches, this can be
described by a probability density function f (t) shown as the
red curve in Fig. 11(c)), which encodes the probability f (t)dt
of a searcher arriving at the target within a time interval of
[t;t + dt]. Our initial naïve guess of taking the most common
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FIG. 11: The �rst hitting time probability density and
survival probability from trajectories. (A) Many random
trajectories (in black lines) wander until they �rst hit a target
(here, shown at xT = 5, a location emphasized by the red
horizontal line). The stochastic �rst arrival times ti of each
trajectory i are marked by red circles. Clearly, some �rst
arrival times are much more common than others, as stressed
by the gradation in density of these �rst arrivals. (B) The
histogram of �rst arrival times to the target, shown as a grey
empirical histogram for the example trajectories in (A),
approach a continuum probability density f (t) of �rst
arriving near time t, shown in the red curve. Speci�cally,
f (t)dt gives the probability of �rst arriving at the target
within an interval dt of time t. (C) The total “survival
probability” S(t) that a searcher has not yet arrived at the
target by time t, given by S(t) =

R¥
t dt f (t), gives another

handle on the statistics of search; such a survival probability
is explored further in the context of Fig. 27. (The light
vertical lines in all plots illustrate a particular time t � T�R , for
explicit visual reference, and comparison to Fig. 12.)

time that a searcher reaches the target for the reset corresponds
to the mode of this �rst passage time probability distribution,
which turns out to be x2T=3 (with D = 1); see Sec. B.2, “In-
terpretations and continuum approximations,” of the Supple-
mental Material. As stressed by Fig. 12, this guess conspicu-
ously disagrees with the actual optimal reset rate identi�ed by
our more careful calculations. Giving trajectories more time
before reset than the modal arrival time x2

T=3 is needed to min-
imize the time to arrive at the target.

Another tempting guess at the outset might be to choose
some reset policy that nonetheless allows each search tra-

jectory to have a decent chance of hitting the target before
being compelled to reset. However, yet again, interestingly
this expectation is not borne out. To appreciate this, it is in-
structive to consider the so-called “survival probability” S(t)
of a searcher not yet having succeeded at reaching the tar-
get by time t, as illustrated by Fig 11(C). This is a quan-
tity worth appreciating as we will regularly refer to such be-
havior throughout calculations in this paper. As shown by
Fig. 12, the actual optimal reset time remains surprisingly
aggressive in pruning trajectories: the probability that the
seeker reaches the target within the optimal reset time is only
S(T�

R) =
RTR�

0 dt f (t) � 0:14, meaning that � 86% of attempts
are reset before �nding the target. In general, these features
would be obscure were it not for the understanding given by
the exact calculation of eqn. 60. We are persuaded that these
trajectory-level metrics are a powerful way to gauge the dis-
tinct character of microtrajectories, following on the idea of
the potency of such trajectories we described elsewhere.

FIG. 12: The optimal reset time revealed by eqn. 60, shown
as the teal vertical line, in the context of the �rst-passage
time density (of a random walk), shown as the purple curve.
The most-common time to reach the target for the �rst time is
given by the mode x2T=3 marked by the vertical grey line
which notably is quite distinct from the (longer) optimal reset
policy speci�ed by eqn. 60. The integral of the �rst-passage
time density up to an allotted time t gives the net probability
of the walk reaching the target by this time; integrating up to
the optimal reset time (denoted by the purple shading)
suggests a �14% probability of reaching the target in a bout
between two resets according to the optimal policy.

Eqn. 56 gives revealing limiting asymptotics that fortify in-
tuition. First, consider the case of large reset time TR: Taylor

expanding eqn. 56 near TR ! ¥ gives T � x T

q
TR
D + � � � to

�rst order, explicitly recovering the square-root dependence
of the mean time to �nd the target, emphasized by the teal
triangle in Fig. 10, that we reasoned about in the limiting
physical scenario of the walker in a �nite box in the preced-
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